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Chapter 1:

Franco’s Choice
We should expect the best and the worst from mankind, as from the weather.



--Marquis De Vauvenargues


On a quiet August evening in 2001, Franco Gonzales stood on the sidewalk in downtown Los Angeles waiting for the bus.  Los Angeles is a city of suburban commuters, and by nine p.m. the corner of Grand Avenue and Seventh Street was utterly deserted.  An armored truck drove by.  Its rear door swung open mysteriously and a large plastic bag fell out to land at Gonzales’ feet.  Inside the bag was $203,000 in cash.


Gonzales, a plump and boyish man in his early twenties who worked as a dishwasher in a Chinese restaurant, took the money home.  The night was a long one.  Gonzales spent much of it agonizing over what to do.  He wanted to keep the money, which would be a godsend for himself and for his mother, who lived in a farming village in Mexico.  But Gonzales’ mother had taught him theft was wrong.  He worried that keeping the money would be dishonest.  He also worried about what would happen if the police somehow learned of his sudden wealth.  Finally, it does not seem implausible that Gonzales, raised a Catholic, may have worried about his immortal soul.


By the time the sun rose Gonzales had made his decision.  He called 911 to report his find, and asked the police to meet him to take the money and return it to its rightful owner.

Enter Homo Economicus

When I was taking undergraduate and graduate courses in economics in the late 1970s and early 1980s, my instructors taught me that real people generally do not act the way Franco Gonzales did.  Instead, I was taught that most people acted like members of the species homo economicus: that they made decisions that were both rational, and selfish.  Homo economicus does not have a conscience.  He does not worry about morality, ethics, or other people.  Instead, “economic man” worries only about himself.  Coldly and calculatingly, he pursues whatever course brings him the greatest material advantage.

My professors and I knew, of course, that homo sapiens does not always act like homo economicus.  Gonzales certainly did not.  Although his decision may have been driven by a number of subjective concerns one could describe as “selfish” (e.g., a desire to avoid guilt or obsessive worry, or the hope of earning praise or even eternal salvation), his decision to return the money required him to sacrifice his own material well-being to the tune of $203,000.   From an objective perspective, such behavior is markedly unselfish.  Nevertheless (my professors told me), individuals like Franco Gonzales were the exceptions that proved the rule.  Most people, most of the time, rationally pursued their own material interests.  Self-sacrificing behavior was rare, unpredictable, and unworthy of serious study.

* * * *

Signs of Conscience

Largely missing from this reflexive carrot-and-stick approach is any serious discussion of the possibility that we might encourage or discourage particular behaviors by appealing to the force of conscience.   Many influential experts would snicker at the very idea.  Conscience is viewed as the province of philosophers, religious leaders, and populist politicians—not lawyers, businessmen, or regulators.

It is disquieting that so many legal and policy experts so easily dismiss the role of conscience-driven behavior.   Ethical and moral concerns are an omnipresent theme of everyday life.  Consider your own train of thought on a typical day.  Your interior monologue likely to include scores, if not hundreds, of unspoken normative assessments.  (“That driver is a jerk; my neighbor is so thoughtless to leave her garbage cans out; that cashier was a nice fellow; I really ought to call my Aunt Martha.”)  Our language similarly reveals our preoccupation with moral judgments.  Just as Eskimo languages have several nouns for snow, we have a multitude of words to describe moral behavior, including:


Virtuous
Kind


Fair


Agreeable

Honest

Ethical


Trustworthy

Decent

Upright

Praiseworthy

Faithful


Altruistic

Thoughtful
Humane

Loyal


Charitable

Selfless

Principled

Conscientious

Cooperative

Generous
Considerate 

Caring 


Compassionate

Most tellingly, another common word often used as a synonym for moral action is, quite simply, “good.”

Where there is so much smoke, there is a pretty good chance of finding fire.  This book argues that it is time to take the idea of conscience far more seriously.  Franco Gonzales’s story was unusual enough to be reported in the national press.   (It isn’t every day a small fortune falls at someone’s feet like so much manna from heaven).  Yet in many ways the remarkable tale of the honest dishwasher is not all that remarkable.  Civic life in the United States is filled with similar, if far more modest, acts of courtesy, consideration, and law-abidingness.  People return misplaced wallets and jewelry to lost-and-found departments.  Pedestrians give directions to strangers.  Cashiers correct customers who have mistakenly overpaid them.  Healthy young men stand in line behind frail senior citizens.  Drivers brake for animals and wait for red lights to turn green, even when the police are nowhere in sight. 
Considerate, law-abiding behavior is so deeply woven into the warp and woof of Western life it often goes unnoticed.  We rarely stop to think about the many ways in which the strangers around us behave as if our own comfort and welfare were, if not always at the top of their “to-do” list, at least worth some consideration.  We take for granted the innumerable small acts of courtesy and forbearance that bind us together in civil society, just as we take for granted the gravitational force that keeps us from floating out into space.
But sometimes gravity produces results dramatic enough to make one ponder.   When an apple fell on Isaac Newton’s head, he stopped to think.  When a young dishwasher goes out of his way to return $203,000 in cash to an anonymous owner, we also should stop to think.
* * * * 

A Note on Language


In discussing the ideas in this book with friends and colleagues, I have found that the conversation often begins with confusion and misunderstanding due to certain limits of language.  This is not because English lacks words for other-regarding behavior—as noted earlier, it has many.  Unfortunately, the words don’t distinguish clearly between other-regarding behavior and other-regarding emotion.  For example, when we describe Grandma Sally as “charitable,” it is not immediately clear whether we are describing Grandma Sally’s actions (an actual gift of money) or her attitude (a sincere desire to give money, if only she had some). 

This lack of clarity makes it easy to confuse the observation that people often act unselfishly with a claim that they often have unselfish feelings.   The confusion is regrettable, because while altruistic actions may be common it is easy to suspect that altruistic feelings may be rare.  One can imagine any number of subjectively “selfish” concerns that might have spurred Franco Gonzales to return the $203,000 that fell at his feet.  Perhaps he wanted to avoid la espinita (the pang of guilt); perhaps he wanted to experience the warm glow of feeling virtuous; perhaps he simply wanted to avoid the fires of Hell.  Alternatively, Gonzales’ decision may have been prompted by a peculiar type of mental error.  From an objective perspective it was extremely unlikely anyone could have traced the lost $203,000 to Gonzales if he used a modest amount of care and foresight in storing and spending it.  Nevertheless, Gonzales may have worried, irrationally, that discovery and punishment were somehow inevitable.  One is reminded of the old joke about the elderly professor who always went to his friends’ funerals for fear that if he didn’t, they wouldn’t go to his.
These sorts of subjective concerns and illogical worries are in some internal sense selfish.  But the behavior they inspire is not.   However egoistic the motive, when an actor sacrifices his own material welfare in order to help or to avoid hurting someone else, his action remains objectively unselfish.  Franco Gonzales made a significant material sacrifice when he decided to return the cash to its rightful but anonymous owner.  One does not need to believe in altruistic emotions to believe in—or value—this sort of altruistic behavior.

Indeed, from the perspective of a lawmaker trying to promote social order, motivation is largely beside the point.  A regulator or policymaker doesn’t really worry over whether selfish feelings prompt people to keep promises, follow rules, and avoid harming others.  What matters is they do keep promises, follow rules, and avoid harming others--even when they have little external incentive to do so.
As a result, this book will describe an act as “unselfish” or “other-regarding” whenever it requires the actor to make a material sacrifice of his own time, money, effort, or some other valuable resource in order to either help, or to avoid harming, someone else.  This conception of unselfishness clearly encompasses acts of generosity, as when a traveler leaves a tip or a driver slows down to let another motorist to merge in front of him.  But it also includes—perhaps more importantly, from the perspective of the law--situations where people act like “passive” altruists by refraining from taking advantage of others even when they would not be caught or punished if they did take advantage.  Examples include the taxpayer who declines to invent fictitious expenses on her tax return, the shopper who refrains from shoplifting when the cashier’s back is turned, and the driver who yields to pedestrians in the crosswalk even when the police are nowhere in sight.


This book will generally use either the word “unselfish” or the phrase “other-regarding” to describe such behavior.  Because the reader may grow tired of each, however, for variety’s sake it will also sometimes describe such behavior as “cooperative,” “altruistic,” “conscience-driven,” or even “moral” …. The idea embodies notions of cooperation, consideration, and self-sacrifice in the service of some greater good or ideal; of “doing the right thing” rather than doing what serves one’s own interests. Put differently, “moral behavior” is behavior produced by the poorly-understood aspect of human personality we call “conscience.” 


* * * *
Chapter 4
Games People Play: An Introduction

to the Behavioral Economics of Unselfishness

You can discover more about a person in an hour of play than in a year of conversation.



 --Plato 


The effects of conscience are all around us—even though, as we saw in the previous Chapter, we don’t always notice them.  As both law and society and law and norms scholars have found, however, even those who recognize the power of conscience may find it difficult to convince skeptics simply by citing examples from everyday life.  Consider again the case of Ascension Gonzales, the dishwasher who returned $203,000 in cash that had fallen out of an armored truck.   Gonzales’ decision seems as clear an act of conscience as one is likely to read about in the newspapers.  Nevertheless, a cynic might argue that Gonzales’ honesty was nothing more than the product of a selfish, rational calculation that if he kept the money the police might find him and send him to jail, while if he turned the money in he would likely get a substantial reward.


Because healthy societies tend to reward “good” (prosocial) behavior and to punish “bad” (antisocial) behavior, this type of argument cannot be rejected out of hand.  The result, as a scientist might put it, is that routine acts of conscience in everyday life take place in “uncontrolled” conditions.  Perhaps the traveler who left a tip planned to return to the restaurant someday and wanted to ensure good service.  Perhaps the pedestrian who stopped to give directions to a stranger feared that if he refused, the stranger might describe him and his rudeness to someone who turned out to be a common acquaintance.  Apparently unselfish behavior often seems a product of conscience, but there are a host of other external influences and factors that cannot be excluded definitively from consideration.


This makes it difficult to determine from casual observation, or even from detailed case studies, exactly how conscience works.  To build a better understanding of how and when conscience comes into play, we need to study behavior in a laboratory setting where researchers can control conditions and eliminate the possibility of the sorts of external rewards and punishments that muddy the waters in everyday life.


Enter “Behavioral Economics”

Chapter 3 told the story of the first Prisoner’s Dilemma experiments run at RAND Corporation over a half-century ago, in 1950.  Although they did not know it at the time, the RAND researchers had invented a new social science methodology.  This methodology would soon become a standard tool of psychologists, sociologists, political scientists, neurologists, anthropologists and even economists.  This book will describe the technique as “experimental gaming.”   Because the methodology has found acceptance in so many different fields, however, it has acquired a variety of different labels.  Psychologists sometimes describe it as “experimental psychology.”   Economists (confirming, perhaps, their imperialist reputations) prefer “experimental economics” or “behavioral economics.”  Whatever label one chooses, the basic approach is the same.  Rather than simply assuming people behave in a rational and selfish manner, researchers run experiments on human subjects in controlled laboratory conditions to see how they really behave. 

Although experimental gaming has long been employed in the softer social sciences, until relatively recently most economists viewed experimental gaming as something more suitable for cocktail party conversation than for serious research.  This state of affairs has changed.  In the past decade “behavioral economics” has acquired respectability even among the economic elite.  In finance, for example, the idea that stock market prices are influenced by investor bias and irrationality has gained such acceptance that the prestigious Journal of Finance regularly publishes papers in “behavioral finance.”  (For an example, see Hirshleifer 2001).  Still more eye-catchingly, the 2002 Nobel Prize in Economics was shared by behavioral economist Vernon Smith and a psychologist, Daniel Kahneman of Princeton University.

Kahneman’s work with his frequent collaborator, Amos Tversky, typifies the new behavioral economics.  (Although the Nobel committee does not award Prizes posthumously, Tversky almost certainly would have shared in the 2002 Prize had he not died a few years earlier.)  Kahneman and Tversky are widely viewed as founding fathers of behavioral economics, pioneers who devoted their careers to devising ingenious experimental games to test how people miscalculate the probabilities of uncertain events.  For example, they identified the “availability effect,” a human tendency to overestimate the likelihood of any event observed in person or through the media (Tversky & Kahneman 1973).  The availability effect explains why many people worry about dying in a plane crash more than dying in a car crash, even though the latter is statistically far more likely.  Plane crashes receive extensive media coverage, while car accidents, which are far more common but claim only a life or two at a time, often go unreported.

The use of experimental games to identify predictable patterns of irrational behavior has attracted the attention of not only of the Nobel Prize committee, but many legal experts as well.   In recent years a number of prominent legal scholars, many drawn from the law and economics tradition, have published articles suggesting that the law should take account of Kahneman and Tversky’s availability effect, as well as “framing” effects, “anchoring” effects, “endowment” effects, and a host of other deficiencies of human cognition that have been revealed through experimental gaming.  (See, e.g., Hanson & Kysar, 1999; Jolls et al., 1998; Korobkin & Ulen, 2000; Sunstein 1997).

So far, however, there has been a curious imbalance to the way legal scholars who write in “behavioral law and economics” incorporate insights from experimental gaming into their own discipline.  Following Kahneman’s and Tversky’s lead, they tend to show far more interest in using experimental gaming to challenge the first prong of the rational selfishness model--the assumption of rationality--than the second--the assumption of selfishness.
  Thus law reviews have published articles arguing that courts should not enforce form contracts when buyers’ “bounded rationality” keeps them from worrying about what might go wrong (Korobkin 2003); that products liability law should reflect consumers’ tendency to systematically underestimate certain risks (Latin 1994 ADD CITE; Hanson & Kysar 1999); that criminals suffer from “hyperbolic discounting” that keeps them from fully appreciating the costs of future punishment (Jolls et al 1998, at 1539-40); and that “endowment effects” can cause people to become irrationally attached to objects, making monetary damages a better legal remedy in many cases than an injunction reassigning legal rights to specific property (Rachlinsky & Jourdan 1998).  “Behavioral law and economics” has also been used to critique both jury decisionmaking (Sunstein et al., 1998) and judicial decisionmaking (Guthrie et al., 2001).  (One cannot help but ask: if neither judges nor juries can be trusted to make rational decisions, whom can we trust?) 

This emphasis on irrationality seems, at least in some respects, rather puzzling.  Experimental gaming certainly has proven useful for developing what might be termed “the psychology of stupidity.”  Nevertheless, from a legal expert’s perspective the task of cataloging our collective mental defects can be a bit depressing, as it generally leads to the conclusion that a citizen who is left free to make her own choices will promptly choose to shoot herself in the foot.  The natural implication is that people are flighty, neurotic and dim-witted, and that law must somehow either remedy these deficiencies or compensate for them.

Yet experimental games offer more hopeful lessons about human nature as well.   Beginning with the first Prisoner’s Dilemmas run at RAND, gaming has demonstrated consistently that human behavior often violates not only the first prong of the rational selfishness model (rationality) but the second prong (selfishness) as well.
   This second aspect of the gaming literature casts a far more flattering light on human nature.  Unlike irrationality, which can cause us to make costly mistakes, unselfishness is a personality quirk with potential to make people better off.   This can be seen in the Prisoner’s Dilemma itself.  Joint “unselfish” cooperation produces a better payoff for both players than “selfish” mutual defection.

The Advantages of Studying Unselfishness in the Lab

Experimental gaming as a result does more than offer researchers an opportunity to identify the myriad ways in which human beings act illogically.  It can also help them identify the many ways in which people act as if they care not only about their own material wellbeing, but about the costs borne and the benefits enjoyed by others as well.  In fact, experimental games like the Prisoner’s Dilemma run at RAND, or the Trust Game described in the Introduction to this book, offer several important advantages as vehicles for studying unselfish behavior.


Most obviously, they offer a setting in which researchers can go as far as is humanly possible to eliminate the risk that what seems like unselfish behavior actually is motivated by the possibility of extrinsic reward.   Interestingly, the Prisoner’s Dilemma experiments at RAND did not do an especially good job of this.  As John Nash pointed out at the time, Williams and Alchian were asked to play the Prisoner’s Dilemma game with each other repeatedly.  When people interact with each other repeatedly, and know they are going to interact repeatedly, there is always a chance that cooperation reflects nothing more than the selfish fear that defecting would provoke “tit-for-tat” retaliation by one’s partner in future rounds of the game.


In the decades since the first RAND experiments, however, researchers have gotten far more sophisticated in their approach to studying unselfish behavior in experimental games.  Today, researchers often explicitly instruct test subjects that they will play a game only once.  They also run games involving large groups of players rather than matched pairs, a condition that makes tit-for-tat retaliation especially difficult.   Many contemporary experimental games are played under conditions of strict anonymity, with the subjects playing in individual rooms or cubicles via computer or worksheet, their identities and their choice of strategy screened from both their fellow players and the researchers themselves.  Finally, it has become common practice to debrief subjects after testing to make sure they understood the rules of the game, and the material consequences of choosing one strategy over another.


This ability to control the circumstances under which subjects play experimental games offers two important advantages.  First, it allows researchers to exclude the possibility of external rewards for unselfishness.  Experimental gaming as a result is useful for overcoming the common perception, discussed in Chapter 3, that unselfish behavior is something rare and fleeting.  By strictly controlling external incentives, researchers can use experimental games to demonstrate to the satisfaction of all but the most irrationally devoted fans of homo economicus that unselfish behavior is a very real, and very common, phenomenon.


Second, by controlling the parameters under which subjects play experimental games, researchers can also overcome the widespread belief, discussed in Chapter 2, that conscience is too random and too quirky to incorporate into rigorous analysis.  Experimental gaming permits researchers to run several variants of a particular game, changing one aspect while holding other parameters constant.  This allows them to identify noneconomic variables that promote or inhibit unselfish behavior.  This particular advantage of experimental economics will prove especially important in the next Chapter, which will explore some noneconomic factors that seem especially influential in determining individual subjects’ choice between unselfish cooperation and selfish defection.


Yet a third advantage of using data from experimental games to better understand unselfish behavior is that there is now an awful lot of data available to use.  Scientists have not only gotten more sophisticated in designing experimental games, they have also run many, many more of them.  In the half-century since Williams and Alchian first played the Prisoner’s Dilemma at RAND, researchers have published the results of literally hundreds of experiments designed to test what human subjects do in a laboratory environments where self-interest, as measured by external rewards, conflicts with the interests of others.


These hundreds of experiments have produced remarkably robust results.  Although individual subjects often differ in their proclivity to cooperate or defect, at the group level researchers running similar games make strikingly similar findings.  Other-regarding behavior turns out to be anything but haphazard and quirky.  Rather, it appears structured, systematic, and predictable.


Of course, there are some methodological disadvantages to experimental gaming. Most studies, for example, use undergraduate and graduate students at American universities as subjects.  (For reasons of convenience and cost, impoverished students make ideal guinea pigs).  It is reasonable to question whether the patterns of behavior observed in these studies represent human nature generally.
  Several studies, however, have tested how people play experimental games in other regions of the world, including Israel, China, Japan, Korea, and the former Yugoslavia.  (Roth et al. 1991; Slomin and Roth, 1998 ADD CITE).  A consortium of social scientists backed by a MacArthur Foundation grant recently embarked on an even more ambitious project, and arranged for several common experimental games to be played by members of fifteen non-Western hunting, herding, and farming cultures scattered around the globe. (Henrich et al. 2004).


Once again, the results are robust.  No matter where the games are run or what sorts of subjects play them--Machiguenga subsistence farmers in the Peruvian rainforest, Orma cattleherders in Kenya, Torguud nomads in Mongolia, or Lamalara whale-hunters in Indonesia--human behavior doesn’t follow the homo economicus model.   Experimental gaming demonstrates beyond reasonable challenge that people of all ages, genders and backgrounds routinely behave in an other-regarding fashion.  As the MacArthur consortium put it, “there is no society in which experimental behavior is consistent with the canonical model from economic textbooks.”(Heinrich et al 2004 at 10)

Experimental gaming accordingly offers us a vast, remarkable, and potentially quite useful body of evidence about when most people choose to unselfishly cooperate and when most choose to selfishly defect.  This evidence invites us to develop a more accurate understanding of what triggers unselfish behavior.   Someday we may fully understand the internal mechanisms that underlie what we call “conscience,” including emotions like love, honor, piety, and the irrational fear of detection and punishment.  Until then, experimental games allow us to get a remarkable degree of traction simply by treating the average person as a “black box” whose inner workings are invisible. We don’t know with certainty what goes on inside the box.  In the lab, however, scientists can both control the environmental factors go into the box and observe the behavior that comes out.  Comparing the two allows them to identify when most people will act in an unselfish fashion--and when they won’t.
This strategy inevitably encourages something of a behaviorist approach, focusing our attention more on people’s objective actions than their subjective motivations.   (This is why economists who use experimental gaming often refer to their enterprise as “behavioral economics”.)   Yet even this limited approach allows us to identify several interesting and important patterns of behavior.

The remainder of this Chapter introduces readers to three of the most fundamental lessons about unselfish behavior that can learned from experimental gaming.  These lessons are first, that other-regarding behavior is endemic even among strangers; second, that other-regarding behavior takes the form not only of a willingness to sacrifice to help others (altruism) but also a willingness to sacrifice to harm them (spite); and third, that people know that other people often act altruistically and spitefully, and modify their own behavior in anticipation.  These three findings provide the basic framework upon which Chapters 5 and 6 will build a more-detailed model.  Yet to see how experimental games teach us these three basic lessons, we must first familiarize ourselves with a trio of widely-employed experimental games designed to test other-regarding behavior: social dilemma games, ultimatum games, and dictator games. 

Social Dilemma Games and Altruism
As its name suggests, the Social Dilemma game is based on the Prisoner’s Dilemma of game theory.  However, where the archetypal prisoner’s dilemma is played by two people, social dilemmas can be played by more, and sometimes quite a few more, players.  As in a prisoner’s dilemma, each player must choose between an unselfish, cooperative strategy and a selfish, defecting strategy.  As in a prisoner’s dilemma, each player always maximizes her personal payoffs by defecting, no matter what the other players do.  As in a prisoner’s dilemma, the group gets the greatest aggregate payoff if all members cooperate.

A common example of a social dilemma is a “group contribution game.”  A number of players (n) is assembled into a group and each member of the group is given an initial stake of money.  For example, a researcher might bring in four players and give each $10.  The players then are told they can choose between keeping their money and going home, or contributing some or all of their stakes to a common investment pool.  The players also are told that any money contributed to the pool will be multiplied by some factor x where (1 > x > n).  For example, in a game with four players, the players might be told that contributions to the common pool will be doubled.  Finally, the players are told that after doubling, all the money in the pool will be redistributed back equally among all the players--including to those who choose not to contribute.

The dominant strategy for a selfish player in a social dilemma always is to defect.  For example, in a group contribution game, one should keep one’s own money while hoping to receive a share of anything the other players are foolish enough to contribute to the common pool.  To see why, suppose one player keeps his $10 while the other three contribute their $10 to the common pool.  The three unselfish contributors will get back $15 each (one-fourth of the common pool, which has been doubled from $30 to $60).  The selfish non-contributor, however, will get $25 (his original $10 plus $15 from the common pool).  Homo economicus accordingly would never choose to cooperate in a social dilemma.

Researchers have published reports of hundreds of social dilemma experiments.  The results are strikingly similar: a large portion of players cooperate.  For example, in a meta-analysis of more than 100 social dilemma experiments, sociologist David Sally found that the cooperation rate in the games he studied averaged about 50 percent. (Sally, 1995 at 62).   Psychologist Robyn Dawes and economist Richard Thaler similarly report in a survey of one-shot social dilemmas that subjects make an average contribution of 40% to 60% of their stakes.  (Dawes & Thaler, 1998, at 189). This means that in a typical group contribution game, the average player will contribute between $4 and $6 of his initial $10 stake to the common pool.   

To understand the importance of this finding, recall that the homo economicus model predicts a zero probability that rational and selfish subjects would contribute anything in a one-shot, anonymous social dilemma game.  Yet unlike homo economicus, homo sapiens turns out to have a marked propensity for generosity in social dilemmas.  This result has endured over nearly a half-century of testing with a wide variety of subjects.  It tells us something interesting and important: self-sacrificing, other-regarding behavior is anything but rare.  To the contrary, it is endemic.  Subjects who choose to cooperate in a one-shot, anonymous social dilemma are making a choice to serve others’ material interests more than their own.  There are several lay terms available to describe this type of other-regarding behavior, including kindness, consideration, generosity, and, more generally, altruism.


* * * *

Conclusion

Part I of this book reviewed how most modern legal and policy discussions begin, implicitly or explicitly, with the assumption that people are rational and purely selfish actors whose behavior is best channeled with material rewards and punishments.  Although in some contexts this assumption may be realistic (e.g., anonymous market transactions), a half-century of research on human behavior demonstrates that in many other contexts, people simply refuse to behave in the rational and selfish fashion economic theory says they should.

Experimental gaming as a result has given birth to a new social science methodology.  So far, legal and policy scholars have employed this methodology mostly to argue that people often act irrationally, and that law should recognize this reality.  Yet experimental games offer a second insight into human nature: in addition to making cognitive mistakes, people often act as if they care about others. 

Decades of research on social dilemma games, ultimatum games, and dictator games teach three basic lessons about unselfish behavior.  The first and foremost lesson is that unselfish behavior is anything but rare.   Researchers have run social dilemma games, dictator games, and ultimatum games countless times under a wide variety of conditions.  Over and over, they have found that their subjects routinely act as if they care not only about their own material payoffs but about others’ payoffs as well.  This finding is no long open to reasonable dispute. 

Second, other-regarding behavior in games seems to take at least two important forms.  People sometimes sacrifice to help others (altruism).  They also, however, sometimes sacrifice to hurt others (spite).  This book will focus the lion’s share of its attention on the phenomenon of altruism, which is certainly is the more admired quality.   Nevertheless, spite also can play an important role in fostering moral behavior.   This possibility will be explored in greater detail in Chapter 6, which examines how spite may have contributed to the evolution of altruistic behaviors, as well as in Chapters 8 and 9, which will touch on the role spite plays in contract and criminal law.

Finally, experimental gaming teaches us not only that people routinely indulge in other-regarding behavior, but also that they also know that other people routinely indulge in other-regarding behavior. Our capacity to act unselfishly accordingly has first-level and second-level effects.  At the first level, some people act unselfishly.  At the second level, knowing this influences the behavior of even the purely selfish.  Second-order effects allow a large number of small, marginally unselfish behaviors to support and reinforce each other, producing a “snowball effect” with dramatic results.

Taken together, these basic three lessons of experimental gaming reveal how the homo economicus assumption of rational and purely selfish behavior can be dangerously misleading.  At the same time, apart from their cautionary value, the three lessons are not quite as useful as one might hope them to be.  A defender of rational choice might reasonably argue that it’s not enough to know people sometimes look out for others and sometimes don’t.  We want to know which, when.

To appreciate the nature of the problem, let us return to consider again the fifty percent cooperation rate researchers typically observe in social dilemma experiments.  This finding demonstrates that people often behave unselfishly.  But it also, however, demonstrates that people often behave selfishly.  After all, if people never acted selfishly, we would observe 100 percent cooperation rates.

As we explored in Chapter 2, in science it takes a model to beat a model.  If  we are to use experimental games to develop a model of human behavior that is superior to the homo economicus model, in the sense that the new model permits better predictions about what people actually do, we need to know more than “unselfishness happens.”  We need to know when people are likely to act in an other-regarding fashion.

What explains why some people cooperate when others don’t, or why the same person cooperates at one time and not at another?  What determines when we want to help others, when we want to hurt them, and when (as Rhett Butler said to Scarlett O’Hara) we don’t give a damn?  It is to this puzzle we now turn. 

 Chapter 5

The Jekyll/Hyde Syndrome:

 A Three-Factor Model of Unselfish Behavior

There was a little girl and she had a little curl


 right in the middle of her forehead.

When she was good she was very, very good


but when she was bad she was horrid





 --The Annotated Mother Goose 

Experimental gaming proves we often sacrifice our own material welfare for others.  Whether or not we really care about others’ joys and sufferings, we act as if we care.
  We also act as if we care about meeting moral obligations.  Homo sapiens turns out to be a much nicer species than we often give ourselves credit for, and this is cause for celebration.

Nevertheless, the idea that people often sacrifice their own material interests to benefit others and to meet moral obligations is not, by itself, terribly useful to law and policy experts—at least, it is not useful if unselfish behavior is random and mercurial.  Judges, regulators, and law enforcement officers have practical goals.  They want people to pay taxes, obey traffic rules, and refrain from murder, theft, and mayhem.  To accomplish these goals they need to be able to understand exactly how legal rules discourage antisocial actions and promote prosocial behaviors.  Incorporating the idea of conscience into modern jurisprudence requires some understanding of when, where, and why conscience comes into play.
This Chapter explores how the emerging science of moral behavior offers such an understanding.  In particular, it reviews important empirical findings that have been consistently reported by psychologists, sociologists, anthropologists, economists, biologists, and others who study prosocial behavior.  Working in a wide range of disciplines and employing a variety of methodologies--including not only experimental games but also surveys, field experiments, and even blood tests and brain imaging--researchers studying trust, cooperation and altruism report strikingly similar results.  Unselfishness turns out to be anything but rare and quirky.  To the contrary, “conscience” is both widespread and reliable, something we can understand well enough to both predict and promote.  
The Jekyll/Hyde Syndrome

This Chapter takes a first step in that direction by developing a simple model of the decision to behave in an other-regarding fashion.  Although crude, the model paints a portrait of human nature than is considerably more nuanced than economic cartoon of man as a cold calculator who relentlessly purses his own material welfare.  In particular, the homo economicus account assumes that human preferences are fixed or “exogenous”: people always prefer more wealth to less wealth.  In contrast, the scientific evidence suggests that preferences—in particular, preferences for either pursuing ruthlessly one’s own material gain or for taking account of others’ interests—are “endogenous,” shifting from place to place and time to time.

The result is a picture of human nature that in many ways resembles Robert Louis Stevenson’s novella, The Strange Case of Dr. Jekyll and Mr. Hyde.  Although Stevenson published his famous tale only a few years before Oliver Wendell Holmes advanced his “bad man” theory in the The Path of the Law, Stevenson’s hero Dr. Jekyll is quite unlike Holmes’ bad man.  Dr. Jekyll is responsible, law-abiding, and concerned about others’ welfare.  At least, he is responsible, law-abiding, and concerned about others until he concocts and consumes the potion that transforms him into his alter ego, Mr. Hyde.  
Mr. Hyde cares about nothing and about no one other than himself.  (When readers first meet Mr. Hyde he is trampling down a small child for the simple reason that she obstructs his path).  In Stevenson’s words, Hyde’s “every act and thought centred on self.” (Stevenson, 1886, at Ch. 10, para 11)  Hyde lies, steals, and eventually murders, simply because it suits his interests.  In sum, Hyde acts very much like Holmes’ bad man--like homo economicus.
 

Stevenson’s story offers a metaphor for a basic duality in the human personality.  (As Dr. Jekyll muses in the novella’s closing pages, “I thus drew steadily nearer to that truth …that man is not truly one, but truly two.”  (Stevenson, 1886 at Ch. 10, para 1).   Sometimes—for example, when buying a car or picking an investment portfolio—we pursue our own material interests without any apparent regard for how our decisions affect others.  At other times—while donating blood or attending a wedding reception--we act as if we care about how our actions affect others.  This capacity to shift between our self-regarding and other-regarding “personalities” (our Jekyll and Hyde selves, if you will) can be found in almost anyone other than an extreme sociopath.  And as we shall see in the next Chapter, it is so deeply ingrained in human nature that it shows up in functional brain imaging: we use different neural pathways to make self-regarding and other-regarding decisions.

Our dual natures also lead us to act in real life rather like Stevenson’s protagonist did in fiction.  Most people would stop to help a small child in obvious danger, and very few would knowingly run over a toddler simply because she stood in the way.  Yet most people also do little or nothing to aid the millions of imperiled children living in Pakistan, Guatemala, Sudan, and other troubled regions of the world.  Many would not hesitate to purchase a bargain pair of sports shoes, knowing the shoes were a bargain because they had been manufactured in a sweatshop using illegal child labor.

What explains such apparently hypocritical behavior?  Why do we sometimes show concern for others, and other times show indifference?  In Stevenson’s tale, Jekyll’s personality change is triggered by a potion.  For the rest of us, the evidence demonstrates that main trigger is something social psychologists call social context, tempered—but only tempered—by considerations of personal cost.

The Elixir of Unselfishness
To a rational choice theorist, the phrase “social context” may seem alien, even meaningless.  This is because experts commonly use the phrase to describe our perceptions of other people, including such matters as our beliefs about what others want, our perceptions of what others need, and our expectations about how others would behave.  Homo economicus, of course, is utterly indifferent to other people if their actions don’t affect his own material welfare.  Homo sapiens, however, turns out to be keenly interested in his social environment. 

This responsiveness jumps out of the data on human behavior in experimental games.  From an economic perspective, social dilemma, ultimatum and dictator games are highly standardized experiments, in the sense that each presents a player with a fixed economic payoff function determined by the nature of the game itself.   As a result, homo economicus should always play a particular game the same way, no matter what the social setting.
One of the most consistent findings to emerge from experimental gaming over the past five decades, however, is that human behavior in experimental games is extremely sensitive to noneconomic—that is, social--variables.  To gain a sense of just how sensitive, let us return to the 50 percent average cooperation rate commonly reported in social dilemma experiments.  This basic finding has been reported in a remarkably large number of experiments run in a variety of places and cultures.  Nevertheless, by manipulating noneconomic variables, researchers have been able to produce cooperation rates in social dilemmas ranging from a low of 5 percent cooperation--nearly universal selfishness--to more than 97 percent--nearly universal cooperation. (Sally 1995 at 62)   (To appreciate this striking result, simply recall that economic incentives in a social dilemma are structured so that a rational and selfish player would always defect.)  Similarly, researchers have been able to socially structure some dictator games so that 100% of the dictator test subjects chose to share their stakes (Cox 2005, cited in Fehr & Schmidt 2007) and structure other games so that only 10% of  dictators choose to share (List and Cherry, 2000, cited Fehr & Schmidt 2007).  Again, a rational and selfish dictator would never choose to share at all.

Social context seems a powerful elixir indeed for triggering the Dr. Jekyll (or Mr. Hyde) aspect of our personalities. But what, exactly, are its ingredients?  Why do people of all ages, genders and backgrounds tend to act unselfishly in some situations and selfishly in others?  If we simply say “social context matters” without specifying which elements matter most and how, we are left with something very like the homo sociologus approach, which treats humans as infinitely malleable creatures whose behavior is determined by innumerable and unpredictable “cultural” variables.  

Essential Elements of Social Context

There is no reason to fall into this trap.  Although the experimental evidence demonstrates that human behavior is far more flexible than the homo economic model admits, this flexibility does not appear to be infinite.  People shift between self-regarding and other-regarding modes of behavior, but the shifts follow patterns.   Around the world and over the decades, certain social variables have proven especially important in encouraging unselfish behavior in experimental games.
This insight is employed below to develop a simple three-factor model of the decision to behave unselfishly.  As the name implies, the three-factor model relies on three essential elements of social context that seem especially important in triggering other-regarding behavior in experimental games.  The model can be summarized as follows: 
Whether and when people act unselfishly is determined largely by social context, especially:


(1)  instructions from authority;


(2) beliefs about others’ selfishness or unselfishness; and

(3) magnitude of the benefits to others,

 tempered by considerations of personal cost and benefit.
Before exploring this idea further, some preliminary observations are in order.  First, it should be obvious that the three-factor model outlined above does not abandon the idea that self-interest influences behavior.  In a sense, personal costs and benefits make up a fourth factor in the model, albeit a factor that is economic rather than social in nature.  The three-factor model acknowledges, however, that while self-interest matters, it is not the only thing that matters.   Social context plays a critical role as well.  

Second, by considering only three elements of social context—instructions from authority, beliefs about others’ unselfishness, and beliefs about the degree to which other will benefit from one’s own unselfishness—the three-factor model inevitably offers a somewhat reductionist account of human nature (albeit less reductionist than the rational choice approach, which considers only the single factor of personal gain).  Sometimes a little reductionism is useful, however.  Homo sapiens is a remarkably complicated animal.  Any attempt to model human behavior that tried to account for every possible factor that tempts us to be nice or nasty would be so cumbersome as to be useless.  Some balance must be struck between accuracy and simplicity.  The three-factor model strikes a balance that offers greater accuracy than the homo economicus model, and greater simplicity and ease of use than homo sociologicus.

It does this by focusing on only three of many social variables that might plausibly encourage or discourage unselfish behavior.  These three social variables have been selected for special attention for several important reasons.

The first reason is that, over a half-century of experimental gaming, these three variables have consistently proven to be closely linked with other-regarding behavior in the lab.  This is apparent in an impressionistic sense to anyone who reviews a significant number of studies.  It has been demonstrated more formally in “meta-analyses” that examine the collective results of numerous individual experiments.  One of the most useful and comprehensive of these is a 1995 survey of social dilemma experiments by sociologist David Sally.  Sally synthesized the results of over 100 social dilemma trials conducted by different researchers over a period of nearly four decades (Sally 1995 at 61), comparing the cooperation rates reported in individual experiments with a wide range of economic and noneconomic variables to identify which were most closely correlated with cooperation.   He found that instructions from authority, evidence of others’ cooperation, and expected magnitude of benefits to others all played statistically important roles in determining cooperation levels in social dilemmas.   Other surveys and meta-analyses have reached similar conclusions. (Camerer and Thaler 1995, Dawes 1980, Dawes et al. 1990, Dawes and Thaler 1988, Henrich et al. 2000, S. S. Komorita et al. 1992, Nowak et al. 2000)

The second reason for selecting these three variables for attention is that they may offer especially good levers for lawmakers and policymakers seeking to change human behavior, because they are relatively easy to manipulate.  Some experiments have found that cooperative behavior is weakly correlated with certain demographic variables (e.g., age, gender) or with social variables that come into play in face-to-face interactions (e.g., interpersonal communication in general, promises in particular).  But these are not the sorts of things that law can do much about: law can’t make people older or younger, or easily force manufacturers and consumers or drivers and pedestrians to rub elbows and strike up conversations with each other.   As we will see in Chapters 7 through 9, however, law can be used to send signals about what behavior is expected and appropropriate; to influence our perceptions about others’ actions; and to change our beliefs about the risks and benefits of our behavior to others.  

Finally, the third reason for emphasizing these three elements of social context as triggers for other-regarding behavior is that each of the three variables maps onto one of three universal and well-studied traits of human psychology.  These basic psychological traits are: obedience to authority; conformity to the behavior of those around us; and empathy for others, especially for others’ suffering.  Obedience, conformity, and empathy have been extensively studied and thoroughly documented in the social and life sciences literatures.  Their importance in explaining behavior has been demonstrated not only in innumerable experimental games but also in countless case studies, surveys, and field experiments.  Of course, rational choice, with its obsessive focus on material payoffs, usually ignores all three as explanations for behavior.  Nevertheless, overwhelming evidence demonstrates that obedience, conformity, and empathy play large roles in determining human behavior—including, as we shall see below, unselfish behavior.  

Obedience and Instructions from Authority 


In 1961, in a basement laboratory at Yale University, psychologist Stanley Milgram began the most notorious series of experiments ever reported in human psychology.  Milgram recruited forty men from a wide range of backgrounds to participate in what they were told was a test of how punishment improved learning.  The recruits, who were each paid $4.50 for participating, were told they were going to teach other test subjects a series of word exercises.  The “teachers” would then quiz the “learners” on what they remembered from the lesson.  If a learner gave a wrong answer, the teacher was to punish the learner’s mistake by administering electric shocks of increasing voltage (marked “Slight”, “Strong”, “Very Strong”, “Intense”, and “Danger: Severe”) up to a maximum of 450 volts (marked simply “XXX”).


Unbeknownst to the teachers, the “learners” were really actors collaborating with the experimenters.   The only persons involved in the experiment who received any shocks at all were the teachers themselves, who each received a “slight” 45 volt shock before the experiment began as a sample of what they would be supposedly inflicting on the learners.  During the test itself, teachers and learners were placed in separate rooms where they could communicate with, but not see, each other.  The learners pretended to make a series of mistakes.  If the teacher administered the punishing “shock” as instructed, the learners pretended to be in pain, responding to the supposed shocks with escalating sounds of distress: moans, then screams, leading to banging on the wall, culminating with an aptly-named dead silence.


Before beginning his experiment, Milgram asked several colleagues what they thought the test subjects would do.  All predicted that the vast majority of subjects would refuse to administer the maximum 450-volt level shock.  In the experiment itself, however, 27 out of 40 subjects followed the experimenters' instructions and continued to administer shocks all the way up to the final, potentially lethal 450-volt level.  None steadfastly refused before the 300-volt level (although several questioned the experiment along the way and some offered to return the $4.50).


Milgram's experiments triggered a host of similar experiments, as well as a Milgram biography (Blass 2004), a rock song (We Do What We're Told: Milgram’s 37, on Peter Gabriel’s 1986 album So) and a television docudrama starring John Travolta and William Shatner (The 10th Level, 1975).  The experiments also helped inspire widespread adoption of ethical guidelines for experiments on human subjects that would prevent Milgram’s experiments from being repeated at most universities today.

As disturbing as Milgram’s results may be, his findings have stood the test of time.  People tend to do what authority tells them to do.  A subsequent meta-analysis of Milgram-like experiments performed both inside and outside of the United States has found that, without regard to time or place, between 61% and 66% of human subjects will obey the commands of a researcher to the point of administering a potentially fatal voltage to another person (Blass 2004 at __ ADD CITE).

Obedience to authority is such a well-documented phenomenon that it is routinely discussed in basic psychology and social psychology textbooks.  (See, e.g., Myers 2005 (8th ed.) at 215-227; Taylor et al. 2006 (12th ed.) at 225-229).  Naturally enough, given the nature of Milgram’s experiments, these discussions tend to focus on how obedience to authority leads people to do rather dreadful things.  It is easy to see how slavish compliance contributes to human misery, not only in Milgram's experiments but also in such historic horrors as China’s Cultural Revolution, the My Lai massacre, and the “killing fields” of the Khmer Rouge.  Indeed, Milgram’s own work was inspired by his desire to understand the Holocaust: how could millions of otherwise-decent Germans turn a blind eye to, or even participate in, the attempted extermination of Europe’s Jews?


But this tendency to focus on the dark side of obedience to authority distracts us from recognizing that obedience can have a bright side as well.  People can be instructed to harm others.  They can also be instructed to refrain from harming others, and even to help them.


The positive potential of obedience is easy to observe in experimental gaming.  One of the most consistent findings in the literature is that subjects tend to do what an experimenter instructs them to do.  In Sally's meta-analysis, for example, formal instructions to cooperate were found to raise average cooperation rates in social dilemmas by 34% to 40% compared to games where no instructions were given, depending on the exact regression formula employed.  (Sally 1995 at 75, 78)
This unselfish willingness to obey an experimenter’s instructions in a social dilemma is far more puzzling from a rational choice perspective than the obedience seen in Milgram's subjects.  After all, Milgram’s subjects were paid to follow instructions.  In a social dilemma, obeying an experimenter’s request to cooperate requires a subject to sacrifice his own payoffs to benefit the group.


Nevertheless, real people seem so sensitive to directions from authority that they change their behavior in experimental games in response to mere hints about what the experimenter desires.  In one experiment, for example, subjects playing a social dilemma game were told the name of the game was the “Community Game.”  These subjects exhibited a 60% cooperation rate.  Meanwhile, a group of similar subjects who were told they were playing the “Wall Street Game” exhibited an average cooperation rate of only 30 percent.  (Ross & Ward 1996)    Similarly, in Dictator Games, dictators share more when instructed to “divide” their initial stakes than when experimenters use the “language of  exchange.” (Camerer and Thlaer, 1995 at 213)


Taken as a whole, the experimental evidence demonstrates overwhelmingly that just as authority can encourage antisocial action, it can also encourage unselfish, prosocial action.  Of course, it is important to bear in mind that obedience to authority, while a powerful force, is not absolute.  All of Milgram’s subjects showed a willingness to administer some shocks, but a significant minority refused to go all the way up to the 450-volt level.  Similarly, even when asked to cooperate, some subjects in social dilemma experiments may selfishly defect.  Nevertheless, obedience to authority seems a fundamental part of human nature.  As any parent, teacher, or military commander knows, it can play an extremely important role in determining behavior—including, importantly for our purposes, prosocial behavior.
Conformity and Beliefs About Others’ Behavior
Not long after Milgram’s experiments, psychologists Bibb Latane and John Darley came up with yet another ingenious way to hoodwink human subjects in the name of science.  (Latane and Darley, 1968)  They invited students at Columbia University to come in for an interview, supposedly to discuss the problems associated with living in an urban university environment.  The students were shown into a waiting room and given a lengthy questionnaire to fill out.  While the students were dutifully filling out their questionnaires, the experimenters blew a stream of white smoke into the room through a small vent.
Through a one-way mirror they watched how their human guinea pigs reacted as the room filled with smoke.  In 24 experiments, the subject was left alone in the room.  These solo subjects generally acted quite rationally.  They sniffed at the smoke, inspected the vent it flowed from, and then 75% left the room (typically, within two minutes) to report the situation.  In another ten cases, however, the test subject was asked to share the waiting room with two other “interviewees” who were in fact actors collaborating with the experimenters.  When the smoke began to fill the room, the actors did nothing more than cough, wave the smoke away from their faces, and doggedly continue to fill out the questionnaires.  What did the real test subjects do?  Exactly as the actors did—in nine out of ten cases, the subject stayed in the room and failed to report the smoke.

It has been said that if you give people the freedom to do whatever they want, they will use it to imitate each other.  The truth of this aphorism is apparent not only from Latane’s and Darley’s results, but also from experimental gaming.  Researchers have consistently found that when test subjects believe others are likely to play unselfishly, they become far more likely to play unselfishly themselves.
  Conversely, subjects who believe other players are likely to act selfishly are more likely to act selfishly.

This pattern shows up in several different findings.  Researchers have found, for example, that subjects who exchange promises to cooperate with each other before playing a social dilemma are much more likely to cooperate in the game itself.  Sally’s meta-analysis, for example, found that exchanging promises to cooperate significantly increases cooperation rates.  (Sally 1995 at 78).  (It is important to remember here that the promises are not enforceable, and that in an anonymous experiment involving more than two players, a decision to renege on one’s promise may not even be detectable.)  A similar phenomenon has been observed in “trust games” of the sort described in Chapter 1, where one player is given money and told that any amount he chooses to share with a second player will be tripled, and the second player is then asked to decide whether to return any of the tripled funds to the first player.  Researchers have found that the first player in a trust game is more likely to share if the second player expressly promises to repay him, even though (again) the promise to repay is unenforceable.  (Charness and Dufwenberg 2004, cited in Fehr & Schmidt 2007) 

Additional evidence of imitative altruism can be seen in studies where subjects are asked to play a repeat series of games with each other.  In these repeat game experiments, players who choose to cooperate in initial rounds usually continue to cooperate in later rounds if their fellow players have cooperated.  This is true even in the final round of the game, when there is no longer any risk of retaliatory defection.  (Sally 1995, Zak 200? ADD CITES)  If other players defect in early rounds, however, initial “cooperators” swiftly become “defectors.”  (ADD CITE)   A comparable result can be seen in the trust game, where second players who observe first players sharing regularly respond by altruistically choosing to “repay” the first player in the second stage of the game.  (Fehr & Schmidt 2007 at 9). 

Finally, in a few experiments, researchers have provided subjects asked to play a social dilemma with information suggesting that other subjects in other social dilemmas chose to cooperate.  These subjects show a significantly higher cooperation rate.  (Cite).  A similar result has been found in dictator games, where dictators share more when given information indicating that other test subjects have chosen to share in other dictator games.  (Krupa and Weber 2005, ADD CITE). 

Experimental gaming thus demonstrates that in choosing between selfish and unselfish strategies, subjects often mimic what they think other players will do.  What can explain such herd behavior?   In Latane’s and Darley’s experiment, “social learning” likely played an important role.  Social learning occurs when an actor placed in an ambiguous situation copies the behavior of those around him, on the theory they must know something important that he doesn’t know.  Thus a student who saw others ignoring smoke pouring into the room might infer they knew the smoke wasn’t a threat, and conclude it was safe to stay in the room.

Social learning seems a weak explanation, however, for herd behavior in experimental games.  At least from an economic perspective, the games are not ambiguous situations at all: it is perfectly clear when defecting offers a higher personal return than cooperation. 
   Another possible explanation is that herd behavior in experimental games reflects a desire for social acceptance.  In lay terms, people intentionally mimic those around them in order to “fit it.” As the parents of any teenager know, the desire for others’ approval goes a long way toward determining individual habits of diet and dress (not to mention body piercing styles).  Social acceptance may also help explain why in many situations we act nicely when those around us are acting nice, and behave selfishly when those around us seem selfish.

Yet the desire for social acceptance also has its limits as an explanation for herd behavior in experimental games.  In particular, it does not do a particularly good job of explaining cooperation in anonymous group experiments where subjects know their fellow players cannot observe who they are, much less whether they choose to “fit in.”  Conforming behavior in such games suggests that the drive to imitate others’ actions may be so deeply ingrained in human nature it often is not a conscious strategy at all.  This idea finds considerable support in the life sciences.  Infants as young as a few weeks old routinely imitate adult facial expressions, and researchers have shown that even adults unconsciously mirror the expressions and body language of those around them.  (Psychologists dub this phenomenon the “chameleon effect.” (Chartrand and Barrgh 1999 ADD CITE).  The deep biological roots of imitation are also suggested by the recent discovery of “mirror neurons,” neural circuits in the brain that fire not only when we perform an action but also when we simply watch someone else perform it.  (Craighero & Rizzolatti 2004)

It would be nice if we had a better understanding of why, exactly, people visiting Rome tend to do as the Romans do.  We will return to this question in the next Chapter, where we will explore yet another possibility: niceness may trigger niceness (and selfishness trigger selfishness) because evolutionary forces predispose us to cooperate with those whom we perceive as fellow “cooperators,” while punishing those whom we perceive to be “defectors.”
  For present purposes, simply assuming people tend to mirror the selfish or unselfish behavior of those around them may be a good enough place to start building a crude model of other-regarding behavior.
It is important, however, to distinguish the general phenomenon of conformity from an alternative explanation for cooperative behavior that is often emphasized in the literature.  This alternative explanation is reciprocity: helping someone in exchange for their helping you.  As we saw in the discussion of social norms in Chapter 1, and as we will see in again in the next Chapter, the notion that reciprocity can explain most cooperation has proven enormously influential among theorists who favor rational choice, because reciprocity can convert an apparently altruistic act of self-sacrifice into a form of enlightened self-interest. And reciprocity may indeed create selfish motives for superficially unselfish behavior in experiments where two players interact with each other in sequence.  For example, a subject asked to play a series of social dilemmas with a partner might cooperate in early rounds out of the fear that a decision to defect would trigger retaliatory, “tit-for-tat” defections by the other player in later rounds.   Similarly, in the first stage of an ultimatum game, a proposer might make a generous offer to reduce the risk the responder will spitefully reject it in the second round.  

Yet the expectation of reciprocal punishment or reward cannot explain why responders share in the second stage of an ultimatum game, when a decision to act selfishly would go unpunished.  Nor can fear of “tit-for-tat” explain why subjects cooperate in the final round of a repeated social dilemma.  Perhaps most obviously, reciprocity cannot explain cooperation in one-round games where players act simultaneously.   Recall the common finding that subjects asked to play a one-shot social dilemma are more likely to defect if they believe their fellow players will defect, while players who believe their fellows will cooperate become more likely to cooperate.   This pattern provides especially good evidence that herd behavior in social dilemmas cannot be explained by expected rewards from reciprocal exchange, because in a one-shot social dilemma, a belief that others will cooperate actually increases the anticipated personal gains from defecting.  

Thus, while reciprocity may play a role in situations where people deal repeatedly with others, the evidence demonstrates that people imitate others’ unselfishness even when they don’t expect to interact with the unselfish people they’re imitating.  Reciprocity cannot explain “social capital”—a generalized willingness to trust anonymous strangers and to treat them with courtesy and consideration.  Economists who study cooperative behavior sometimes call this sort of generalized willingness to cooperate with strangers “strong reciprocity.”  (See Gintis 2000 ADD CITE, Fehr & Schmidt 2007 at 5)  Writing on the importance of social capital, famed sociologist Robert Putnam has described such behavior as “generalized reciprocity.”  (Putnam 2000 at 135).

It is important to recognize, however, that the phrases “strong reciprocity” and “generalized reciprocity” are, in a sense, oxymorons.  Aping the courtesy and generosity of strangers with whom we do not expect to deal ourselves is not, and cannot be, a truly reciprocal transaction.  This book accordingly will use the word “conformity” to describe such herd altruism.



As in the case of obedience to authority, it is easy to paint our human penchant for conformity in a negative light.  (Consider the standard parental admonition: “if all your friends jumped off a bridge, would you jump too?”)  As biologists know, however, conformity can be extremely useful in social species.  Consider the antelope herd that imitates the single antelope that sees the lion and flees. Conformity benefits antelope in such situations.  As social dilemmas demonstrate, imitating unselfish cooperation can similarly benefit homo sapiens.
Empathy and Beliefs about the Magnitude of Benefits to Others
Finally, let us turn to a third and (for our purposes) final social variable that seems to play a vital role in triggering other-regarding behavior.  This third variable is the expected magnitude of the benefits to others from one’s own unselfish actions.   Although this is in a sense an economic variable—after all, we are talking about material rewards--it is also a social variable because we are talking about material rewards to others.   A purely selfish person would be indifferent to such considerations.  Homo economicus has no interest in helping someone else, for a penny or a pound.  Real people, however, seem inclined to rise to an occasion.   The same person who refuses to stop to give directions to a lost stranger might willingly interrupt his daily routine to rescue a drowning man.

Most readers likely find the idea that people are more willing to sacrifice for others when they expect the sacrifice to provide greater benefits to be rather obvious.  Nevertheless, this pattern turns out to be somewhat difficult to observe in the gaming literature.  The principal reason for this lies in experimenters’ tight research budgets.  Given the limited money floating around in the academic world, most published reports of experimental games involve relatively small stakes, usually no more than day or two’s wages in the local economy and often much less.  (See Henrich et al 2004)  As a result there is little formal evidence available about how subjects behave when put in a position to provide very large benefits to others.

Nevertheless, the evidence available demonstrates that subjects in experimental games do indeed seem more likely to act unselfishly when they believe their fellow players will benefit more from their unselfish action.   For example, by raising the amount by which they multiply contributions to the common pool in a social dilemma game, researchers can raise the level of the benefit to the group from an individual’s cooperative donation while holding the personal cost of donation to the cooperating player relatively constant.  Such treatments indicate that the incidence of cooperation in social dilemmas is indeed influenced by the magnitude of the benefits that to flow to others from cooperating.  To quote from Sally’s meta-analysis, “the size of the loss to the group if strictly self-interested choices are made instead of altruistic ones ... is important and positive” in explaining cooperation rates. (Sally 1995 at 79).  A similar finding has been reported in dictator games, where researchers have found that dictators share more when they are told that the researchers will multiply any amount the dictator chooses to share with her partner.  Indeed, some dictators are so enthused by this possibility of gains that they give so much money the partner ends up with more than the dictator.  (Andreoni and Miller 2002, Andreoni and Vesterlund (forthcoming)(cited in Fehr 2007).  

Such results are come as close to evidence of true altruism as anything we have yet seen in the experimental gaming literature.  As noted earlier, subjects cooperate more in experimental games when they instructed to cooperate, and they also cooperate more when they believe others will cooperate.  Yet neither obedience nor conformity are, in and of themselves, innately altruistic behaviors.  (Milgram’s experiments showed how obedience can be used to induce people to harm others, and conformity doesn’t necessarily either help or harm.)  When experimental subjects behave as if they are motivated by the magnitude of the benefits they can provide others, however, they are acting as if they do indeed pay attention to, and care about, others’ welfare.  Social scientists associate such altruistic behavior with a third fundamental trait of human psychology: empathy. 

Like imitation and obedience to authority, empathy is a well-documented phenomenon.  Indeed, we can even “see” empathy using modern brain imaging technology.  In a recent article in Science, a team of neuroscientists reported the results of an experiment in which they used functional magnetic resonance imaging (fMRI) to observe activity in the brains of test subjects who were asked to watch while the researchers pierced the hand of their romantic partner with a needle.  The neuroscientists found that watching a loved one experience pain produced brain activity that was similar to that observed when the test subject experienced the pain personally.  (Singer & Frith, 2005).

Yet even before the development of fMRI and similar technologies, there was little doubt that most people are capable of empathizing with others’ emotion, including others’ joys and sufferings.  The Milgram experiments themselves provided strong if indirect)evidence of empathy: to a purely self-regarding homo economicus, the only shocking thing about Milgram’s results was that anyone was shocked by them.  After all, Milgram’s subjects were paid to inflict pain on fellow human beings.  Yet the publication of Milgram’s results provoked widespread revulsion.  In the eyes of the world, Milgram’s subjects were supposed to show more empathy for their “victims.”   Decent human beings are expected, at least in some circumstances, to act as if they care about others.

Indeed, there is every reason to suspect that empathy is not confined to decent human beings.  In 1959, psychologist Russell Church reported the results of an experiment in which he trained hungry rats to obtain food pellets by pressing a lever.  Church then put the trained rats into cages where, if they pressed the lever, they received food, but another rat in an adjacent cage simultaneously received a painful electric shock.  Church reported a remarkable result: even though the trained rats were deprived of food before being put into the cages, they refused to press their levers.  (Church 1959).

It is tempting to suggest Church’s rats showed more empathy for their fellow rodents than Milgram’s subjects showed for human beings (highlighting the irony of insulting someone by calling him “a rat”.)   Of course, we cannot know what was going on between the furry ears of Church’s subjects, just as we cannot be sure what motivates people to follow their conscience.  (Guilt?  Ego?  Fear of divine punishment?).  But Church’s rats certainly acted like empathic altruists.  And like humans, rats tend to show more altruism when the stakes are higher.  In another experiment, George Rice and Priscilla Gaines allowed rats to “rescue” another rat that had been strapped in a harness and hoisted off the floor by pressing a lever that lowered the victim to the floor.  The “rescuers” acted more quickly when the victim struggled and squealed, than when the victim hung quietly.  (Rice & Gainer, 1962).

Such similarities between rat and human behavior are remarkable.  The lab rat is descended from the Norwegian rat rattus norvegicus, a species whose evolutionary origins diverged from ours tens of millions of years ago.  That rats and humans alike demonstrate something that looks a lot like empathic altruism suggests that altruistic behaviors may be common among not just rats and humans, but many other social species as well.  We will explore this idea in greater detail in the next Chapter.   Meanwhile, whatever its origins and interspecies incidence, altruistic empathy remains deeply imbedded in human nature, to the point where introductory psychology texts routinely devote substantial time to discussing its development.   Given this importance, along with corroborating evidence from experimental games, we will incorporate altruistic empathy into our three-factor model as well by assuming that, along with instructions from authority and evidence of others’ unselfishness, the size of the benefits to others from one’s own unselfishness is a third important social determinant of other-regarding behavior. 


The Role of Self-Interest

So far, our three-factor model has focused exclusively on the critical role social cues play in eliciting other-regarding behavior.  This focus reflects the reality of a half-century of empirical evidence confirming that social context –especially instructions from authority, expectations regarding others’ unselfish behavior, and magnitude of benefits to others-- plays a critical part in determining whether people behave in an other-regarding or purely selfish fashion. 

Yet it is vital to recognize that saying “social context matters” is not the same thing as saying “personal payoffs are irrelevant.”  Fans of rational choice need not despair.  The homo economicus model is seriously incomplete, but it is not inherently erroneous.  In addition to demonstrating the importance of social context, a second fundamental finding that has emerged from the gaming literature is that unselfish behavior depends not only on social variables but on personal payoffs as well.
In particular, the experimental evidence demonstrates that the greater the personal cost associated with other-regarding behavior, the less likely a person will indulge in it.  Conversely, the lower the cost of unselfish action, the greater its likelihood.  This relationship is perhaps most  easily observed in social dilemma games, where studies find that as the cost associated with cooperating in a social dilemma rises (that is, as the expected gains from defecting increase) the incidence of unselfish cooperation drops significantly.  Sally’s meta-survey, for example, found that doubling the reward from defecting decreased average cooperation rates in the sample of social dilemma experiments studied by as much as sixteen percent. (Sally 1995 at 75)

The ultimatum game provides a second, somewhat weaker, source of evidence about the role self-interest plays in determining the incidence of other-regarding behavior.   Research has shown that when a proposer in an ultimatum game offers a larger share to the responder, the responder is less likely to reject the proposer’s offer.  This pattern may be driven in part by conformity: if responders perceive proposers who offer larger shares as altruistic, this may trigger their own altruistic (or, more accurately, nonspiteful) response.  But it is also consistent with responders’ perceiving that as a proposer offers more, the cost of rejecting the offer increases.  

These sorts of findings suggest that the supply function for other-regarding behavior is, to use the language of economics, “downward-sloping.”  We are more inclined toward benevolent (spiteful) action when benevolence (spite) is cheap.  Conversely, when unselfish action is expensive, we are less inclined to “buy” it.  George Washington made a similar observation when he noted that “few men have virtue to withstand the highest bidder.” 
Yet it is important to emphasize again that, just as saying “social context matters” is not the same thing as saying “personal payoffs don’t,” saying that people are less inclined to act unselfishly as the cost of unselfishness rises is not the same as saying that people are purely selfish actors.  Any degree of cooperation in a social dilemma, and any significant sharing in an ultimatum or dictator game, is inconsistent with the homo economicus model.  But the observation that people are capable of other-regarding behavior does not mean they are indifferent to the personal cost associated with such behavior.  Even when people indulge in altruism or spite, they keep at least one eye on their own material welfare.
As a practical matter, this means that even though people often act unselfishly, they will rarely behave like “perfect” altruists who are utterly indifferent to their own welfare.  (We might call this type of perfect altruism “Mother Theresa altruism.”)  Rather than acting like Mother Theresa, most people who act unselfishly tend to behave like intuitive utilitarians who are take account of others’ welfare along with their own in choosing a course of action.   They are “efficient altruists” who choose unselfish action only when the benefits to others outweigh the costs to themselves.  This notion fits well with most people’s experience.  We would expect almost anyone to make a small sacrifice to save another human being from disaster (say, by stopping to throw a life preserver to a drowning man).  Most of us, however, would refuse to make a large sacrifice to spare someone else from mild nuisance (say, by taking an afternoon off from work to drive a neighbor to the convenience store on the next block).  Indeed, we might be offended if our neighbor asked us to do such an inefficient thing.

On the Social Benefits of Efficient Altruism
Such observations raise an important question:  if people are only likely to act unselfishly when it doesn’t cost them too much, can unselfish behavior be very important?  Does it provide at best marginal benefits?  Can’t we just ignore it, and stick with the tried-and-true homo economicus model of people as purely self-regarding actors?

There are two answers to this question.  The first and shorter answer is that there are many situations where an altruistic gesture that costs the altruist very little may nevertheless provide a large, and important, benefit for the recipient.  A good example of this sort of efficient altruism is when people refrain from mugging each other.  When an altruist refrains from mugging a weaker person whom he could easily overpower, he gives up the relatively small benefit he would gain from pocketing the money in the victim’s wallet.  His restraint provides a much larger benefit to the recipient of his altruism, however, because a mugging can be very costly to a victim who not only loses the money in his wallet, but must also spend time replacing ID cards, licenses, etc., and suffers the fear, shock, and injury associated with being mugged.
   Large efficiency gains result from the relatively modest altruistic act of refraining from mugging others.

The second and longer answer is that even when unselfish acts produce only small efficiency gains, the aggregate effect on social welfare may be large indeed when added up over many individuals and many social interactions. To understand why, take a moment to imagine a world where everyone was perfectly selfish.  As noted in Chapter 2, homo economicus is a sociopath who plots her course through life with complete indifference to the wake she leaves behind, including the injuries she inflicts on others.  Unencumbered by conscience, she lies, cheats, steals, breaks promises -- even murders -- whenever a cold calculation of the cost and benefits leads her to conclude that doing so makes her better off.  In the parlance of economics, homo economicus ignores the “external costs” her actions impose on others.
Society has, of course, developed a variety of tools to discourage inefficient externalities.  These include legal sanctions for harmful behavior; voluntary exchange in the market; retaliation in repeated dealings, and (at least in smaller communities where people know or at least know of each other) reputation.  But such tools will often be insufficient to control the depredations of a truly selfish individual.  This is especially the case in developed economies characterized by large populations, free migration, complex production, specialized investment, anonymous exchange, and a high degree of uncertainty -- in other words, in economies like our own.
This is because external incentives can only influence the behavior of a rational and purely selfish actor when two criteria are met.  First, her behavior must be observable to others.  Second, someone or something must be both willing and able to reward her good behavior and to punish her bad behavior -- and to reward or punish sufficiently.  There are myriad situations in modern life where one or the other criterion won’t be met.  Indeed, on a given day the average person is presented with innumerable opportunities to benefit himself by imposing external costs on others (e.g., by littering, shoplifting, breaking promises, jumping queues, shirking at work).  With a bit of forethought a sociopath could identify many more (and more profitable) opportunities, including burglary, securities fraud, contract breach, the manufacture of illegal drugs, and murder for hire.
External incentives alone as a result will often prove insufficient to deter a purely selfish actor from imposing inefficient external costs on others.  Our capacity for unselfish behavior can help fill the gap, prompting us to benefit others even when we receives no external reward for doing so and to refrain from harming others even when we would not be punished.  Unselfishness  can “internalize” inefficient externalities -- without need for time-consuming contract negotiations and drafting, for expensive monitoring, or for costly enforcement measures.  As a result, even a modest human capacity for other-regarding behavior can generate enormous social benefits over long periods of time and large populations. 
Summary: On the Nature of Conscience
We are now in a position to draw some general conclusions about the phenomenon we call “conscience.”  In brief, most people seem to have at least two personalities or modes of behavior.  The first might be described as our “self-regarding” personality.  When this personality dominates our actions, we seek to maximize our own material welfare without regard to how our actions affect others.  Most people, however, have a second, more “other-regarding” personality.  When our other-regarding personality comes into play, we sacrifice for others and follow moral rules—as long as it doesn’t cost us too much.
The end result is a portrait of human nature that resembles the old cartoon of the man with devil on one shoulder whispering into one ear and an angel whispering into the other.  Which voice we listen to depends largely on social context, tempered by considerations of personal cost.   Thus, when the sacrifice involved with unselfish action is not too great, the decision to behave in an other-regarding fashion will be driven largely by social variables, especially instructions from authority; perceptions about others’ selfish or unselfish behavior; and beliefs about the magnitude of the benefits to others from their own unselfishness.  

By focusing on these three variables we can build a relatively tractable model of unselfish behavior that offers a number of useful insights into the phenomenon Holmes called “conscience.”  The model does not tell us exactly why people sometimes seem to care about others.  (Although a cognitive model of unselfishness would be useful, no leading candidate has yet emerged.)  Instead, it treats individuals as "black boxes" whose internal workings cannot be observed.  Unable to see what goes on inside the box, we content ourselves instead with observing the relationship between the social and economic variables that go into the box, and the behavior that comes out.

This approach allows us to develop a rough three-factor model that permits testable predictions about when and where people are likely to sacrifice for others--including testable predictions about when they will unselfishly follow legal rules that cannot be easily enforced.  We can predict, for example, that we can increase the likelihood that a particular individual will behave unselfishly (e.g., by showing concern for others or obeying unenforceable legal rules) by (1) having a respected authority instruct her to act unselfishly; (2) signaling to her that others would likely behave unselfishly; and (3) increasing the size of the benefits to the others from her unselfish behavior.   We can predict that when these three variables work in tandem—that is, when all three support unselfishness (authority says cooperation is called for, you believe others would cooperate, you expect your cooperation to greatly benefit to others)--the vast majority of individuals will act in an other-regarding fashion.  Conversely, the vast majority of us will choose to act selfishly when all three social variables support selfishness (authority says selfishness is appropriate, you believe others would act selfishly, and you believe unselfish cooperation would provide only small benefits to others.)

The approach is hardly perfect.  By making the analysis of human behavior more complicated than the homo economicus account does, the three-factor model inevitably makes it somewhat less precise as well.  Most obviously, the three-factor model cannot tell us what happens when one of the factors contradicts another (authority tells you to sacrifice but everyone around you is behaving selfishly.)  Nor can it eliminate the chance that a particular individual might behave in a purely self-interested fashion even when the social stars are perfectly aligned to encourage unselfishness, especially when the personal cost of unselfish action is high.

As a result science of moral behavior, like the science of meteorology, deals with probabilities rather than certainties.  (Forecast for Pittsburgh today: widespread decency,  followed by scattered thoughtlessness during the afternoon rush hour.)  Yet despite its relative imprecision, it has the great advantage of allowing us to make predictions about human behavior that are often more accurate than the predictions of the homo economicus model.  The homo economicus account of behavior is as precise and mechanical as Swiss engineering.  By assuming people want only to maximize their own wealth, it allows us to predict exactly the best way to channel behavior (pay individuals to do something and they’ll do more of it, penalize them and they’ll do less). Unfortunately, while these predictions are unambiguous they are also (as we have seen from ultimatum, dictator and social dilemma games) often incorrect.

Financial guru Warren Buffett has famously observed that in the world of investing, “it is better to be approximately right than precisely wrong.” (Buffett at 1997 at 76 ADD CITE).  Those who work in law and policy tend to follow the same philosophy.  They want real solutions to real problems, not elegant mathematical equations.  That is enough to make the three-factor model useful to lawmakers, regulators, and reformers--indeed, to anyone who wants to understand and encourage prosocial behavior.
Chapter 7

My Brother’s Keeper:

Tort Law and Prosocial Behavior
Am I my brother’s keeper?


—Genesis 4:9


About nine in the evening on July 17, 1992, in Broward County, Florida, Flor Osterman made a fatal mistake.  Osterman, a 41-year old nurse, agreed to walk with a friend to the local 7-11 convenience store to buy milk.  Osterman and her friend were walking along the right side of the road in a quiet residential area with a 30 mile-per-hour speed limit when Osterman was struck from behind by a speeding car driven by Arnold Blair Dale.  Dale, a 26-year old resident of Pompano Beach, had just left a bar called Durty Kurty’s where, by his own admission, he had downed several beers.  Dale’s car struck Osterman with such force that her left leg was entirely severed from her torso and flung 91 feet down the road.  The torso was thrown 55 feet from the point of impact.


Although Dale’s car was damaged in the collision (the front was dented, the windshield cracked, and the antenna torn off) Dale continued driving home.  There he entered his apartment and the police to report that his car had “hit something.” The Florida Highway Patrol did not get to Dale’s apartment for at least two hours.  When the Patrol finally arrived, there were additional delays before they found a hospital that could administer a blood alcohol test.  Dale’s blood was finally drawn after 1:00 am on July 18 at Broward General Medical Center.  At that time, more than four hours after Dale had left Durty Kurty’s, he had a blood alcohol level of .10 percent.  A toxicologist later testified that, at the time of the accident, Dale’s blood alcohol content was likely between .14 and .22 percent.


Tort Law and “Internalizing Externalities” 


Osterman’s death offers a graphic illustration of how decisions made by one person—in this case, Dale’s decision to drive home drunk from Durty Kurty’s—can have serious consequences for other people.  Economists refer to this problem as the problem of “externalities.”  In the language of economics, an actor’s behavior imposes an “external cost” on others whenever the behavior has negative consequences for someone other than the actor.  External costs are endemic in modern urban societies.  Tom’s decision to drive his car to work rather than taking the bus adds to traffic congestion that delays Dick; Dick’s decision to mow his yard early Sunday morning awakens his sleep-deprived neighbor, Harry.


As Adam Smith famously argued with his parable of the invisible hand, in the marketplace, self-interest often motivates people to pursue projects that benefit others.
  When people impose external costs on others, however, selfishness is no longer serves society.  An action that benefits oneself but harms others is inefficient, from a social perspective, if your benefit is less than others’ harm.  One of the most significant ways people can inefficiently harm others (“impose external costs” on them) is by undertaking activities that pose a risk of injury to other people’s lives, limbs, or property—driving drunk, selling tainted food or defective products, negligently performing surgery.    These sorts of external cost-imposing behaviors are dealt with by the body of doctrine known as tort law.


Tort law is a favorite subject for law and economics scholars because the economic purpose of tort law seems so obvious.  From an economic perspective, efficiency demands that we prevent destructive accidents whenever the costs of prevention are less than likely costs of the accident itself—even when the costs of prevention fall on one person, and the costs of the accident fall on another.  In other words, economic efficiency by its very nature demands that we think about accident avoidance in other-regarding, rather than purely selfish, terms.  But homo economicus is not naturally other-regarding.  Unless he is given a material incentive to avoid injuring others, he will make his way through the world leaving a trail of “external costs”--inconvenience, pain and destruction--in his wake.  This insight underlies the law and economics or “deterrence” approach to tort law.


Deterrence theory views tort law as a system for addressing the problem of external costs by imposing damages on defendants who engage in tortious behavior.   The prospect of paying legal damages creates a material incentive for naturally selfish homo economicus to think twice before doing something that might harm others.  In effect, tort law creates a “market” for accidents in which the threat of liability internalizes otherwise-external costs.  Damages become the price injurers must pay to purchase the right to harm others.


Negligence and the B<PL Formula

 
The notion that tort law’s primary function is to give self-regarding actors material incentive to avoid harming others is deeply rooted in modern American tort law and scholarship.
  Indeed, the idea was formally (and famously) articulated in case law as early as the mid-1940s, several decades before economic analysis became popular with law professors, in the renowned case of United States v. Carroll Towing Company. (1947)


Carroll Towing is a landmark case in American tort law, discussed in virtually every torts casebook and every torts classroom.  This is not because the facts of the case are particularly interesting.  To the contrary, Carroll Towing is a factually convoluted case in admiralty (shipping law) that revolves around the question of who ought to be legally responsible for the sinking of a flour-laden barge, the “Anna C”, in New York Harbor.  The Anna C sank for at least two reasons.  First, it broke away from its moorings and was damaged as a result of the actions of the “Carroll”, a tugboat owned by the defendant; second, there was no watchman or “bargee” on board the Anna C when it was damaged to notice the damage and take action before the vessel, hours later, took on so much water it finally sank.  Thus one of the main issues in the case was whether the owner of the Anna C was at least partly responsible for its own loss because it had failed to ensure the Anna C was watched over by a bargee.


The opinion in Carroll Towing is written by Learned Hand, one of the most influential judges of the twentieth century.  (Learned’s parents produced another, less famous but also less-oddly named son, Augustus Hand, who also became a judge).  According to Learned Hand, the owners of the Anna C were partly responsible for the damage the barge suffered if they were negligent in failing to ensure she was watched over by a bargee.  Whether or not the absence of a bargee was negligent was, according to Hand, 

…a function of three variables: (1) the probability that the [Anna C] will break away; (2) the gravity of the resulting injury of she does, and (3) the burden of adequate precautions.  Possibly it serves to bring this notion into relief to state it in algebraic terms: if the probability by called P; the injury, L; and the burden, B; liability depends upon whether B is less than L multiplied by P: i.e., whether B < PL.  


As typically interpreted, the Hand formula defines conduct as negligent (and so a basis for legal liability) whenever the burden of taking precautions that would avoid an accident (B) is less than the eventual loss resulting from the accident itself (L) discounted by the probability the accident would occur (P).  Voila—a legal recipe for using tort law to internalize external costs.


To see why, consider how the B<PL negligence formula might apply to Dales’ decision to drive home drunk on July 17.  Suppose Dale knew he could avoid any risk of collision by paying $20 to take a taxi home from Durty Kurty’s, then paying $20 to take another taxi the next day to retrieve his car, for a round-trip cab fare of $40.  (Retrieving the car would also cost Dale inconvenience and lost time, but for simplicity let us assume this away and calculate the “B” in Hand’s formula—the financial burden to Dale of avoiding the accident—at $40.)  What about “P”—the probability that Dale would have an accident while driving drunk?  Let us further assume that Dale reasonably calculated that the chance of a collision with a pedestrian or another car on the way home as a result of his drunkenness was one in twenty, or 5%.


Finally, what about L?  The answer depends on whether Dale is calculating L only from his own perspective, or whether he takes into account possible losses to others as well. From a purely selfish perspective, Dale may well have thought that even if he was involved in a collision, he would suffer only damage to his car, and indeed this is exactly what happened.  (God, they say, watches over drunks and children).  If the average damage to Dale’s car if he got in a collision was $500, Dale would calculate his personal PL—his probable loss from a collision while driving drunk—at only $25.  (A 5% chance of a $500 loss translates into an “expected” cost of $25).  This is significantly less than Dale’s personal costs of avoiding any risk of collision by taking a cab ($40), and a rational and selfish Arnold Dale would maximize his personal welfare by driving home drunk.


But Dale was not the only person who faced a risk of loss as a result of his decision to drive drunk.  Flor Osterman lost her life, and Osterman’s infant daughter lost her mother.  A jury subsequently found Dale liable to the daughter for $1,000,000 in compensatory damages.  Of course, not every collision with a drunk driver results in the victim’s death.  Conservatively estimating that Dale would cause an average of $10,000 in damages to any victim whom he hit with his car, the expected loss to other people from his decision to drive drunk would be $500 (5% multiplied by $10,000), well in excess of Dale’s $40 cost of preventing an accident by taking a cab.  In other words, Dale’s behavior was inefficient from a social perspective, and he was negligent under the B<PL formula.  Making Dale pay damages in a lawsuit internalizes the costs his risky behavior imposes on others, giving him incentive to take precautions to protect them.


Of course, most people—especially most drunk people—do not make decisions in this hyperational, algebraic fashion.  Nevertheless, deterrence theory holds, people do generally make at least quick, informal calculations of the costs and benefits of their actions.  Tort liability helps to ensure that they put the risks their decisions pose to others on the “cost” side of the equation.  Thus tort liability performs an essential function by deterring (somewhat imperfectly, due to our own cognitive limitations) inefficient accidents. 


The Economic Puzzle of Tort Damages

As Hand’s B<PL formula illustrates, the economic approach to tort law has had a striking impact on legal thinking.  Some version of Hand’s formula defining negligence as a function of costs and benefits has been expressly endorsed by courts in more than 30 states.  (Gilles 1994)  The deterrence theory is not the only influential theory of tort law, however.  In the words of leading tort scholar Gary Schwartz, “[c]urrently there are two major camps of tort scholars.  One understands tort liability as an instrument aimed largely at the goal of deterrence, commonly explained within the framework of economics.  The other looks at tort law as a way of achieving corrective justice between the parties.”  (Schwartz 1997)


Law and economics scholars often sniff at corrective justice arguments.  (In typically arid style, Richard Posner has written that “[c]haracterization of the negligence standard as moral or moralistic does not advance analysis.”) (Posner 1971)  The corrective justice approach nevertheless enjoys a substantial following among legal academics with a philosophical bent.  (See Coleman 1992, Fletcher 1996).  Still, at least when judged by the extent to which economic analysis is routinely employed in basic torts casebooks and in judicial opinions, deterrence theory seems to have the upper hand in determining how the average lawyer and average judge think about tort law.  Most modern tort casebooks devote a substantial number of pages to the ideas of deterrence, “efficient” accidents, and Hand’s B<PL formula.  Few make much mention of fairness, morality, or corrective justice. (ADD CITES).


Thus, with due respect to corrective justice theorists, this Chapter will embrace the normative premise of the law-and-economics approach to tort law by assuming that the primary if not sole purpose of tort liability is to deter people from pursuing projects that create risk of harm to others in situations where the costs of the risk are larger than the costs of eliminating the risk.  In other words, we start by assuming that tort law is indeed mostly about preventing inefficient injury, rather than about victim compensation or notions of social or individual justice (although, as we shall see later, the science of moral behavior offers insights into how tort law works that support arguments advanced by corrective justice scholars).


Rather than rejecting the idea that tort law’s primary goal is deterrence, this Chapter instead questions the description typically offered by law and economics scholars—and by Learned Hand—of how, exactly, tort law goes about accomplishing this goal.  Deterrence theory typically assumes people are mostly rational and mostly selfish actors who can only be counted on to exercise due care for others’ safety if they have adequate material incentive to do so.  This means that, for the tort system to do its intended job of preventing inefficient accidents (and only inefficient accidents), tort damages must be set equal to the actual loss suffered by the victim as a result of the defendant’s tortious conduct, no more and no less.  (Barnes & Stout at 165-66, 1992)  This requirement is implicit in Hand’s B>PL formula.  If the defendant is obligated to pay only a portion of the plaintiff’s losses, the defendant will estimate “PL” too low and fail to take cost-justified precautions.  Alternatively, if the defendant is forced to pay damages exceeding the victim’s actual loss, the defendant will estimate “PL” too high and take precautions that are not justified in terms of their net social value.


The approach is powerful, elegant, appealing—and inconsistent with fundamental aspects of modern tort law.  In particular, damages are determined in the modern tort system in a way that presents two big challenges for law and economics scholars: first, tort damages are in fact set too low in the vast majority of tort cases, and second, they are set too high in an important subset: punitive damages cases.  As we shall see in the remainder of this Chapter, the science of moral behavior offers answers to both of these puzzles, along with other insights into the tort system.  In the process, it also offers insight into the deterrence value of corrective justice arguments.


When Damages Are Too Low: The Problem of Underdeterrence


As noted above, the deterrence theory of tort law, and especially the B<PL test for negligence, on first inspection look entirely consistent with rational choice and the homo economicus model.  People are treated like selfish actors who will not hesitate to injure others unless they themselves must pay for the resulting loss.  The only way to induce someone to act like his “brother’s keeper” is to make him pay the full amount of the damages that result if he does not.


This account fails to address one of the most basic characteristics of modern tort system: the fact that, for a variety of reasons, it systematically undercompensates victims, often by a wide margin.  Undercompensation is fundamental to the American tort system for several reasons.  One of the more obvious is that tort victims often choose not to sue.   According to the “American Rule” for attorney’s fees, each party to a lawsuit must pay its own attorney.  From a plaintiff’s perspective, this means that even if the lawsuit is successful, the plaintiff will recover only a portion of the loss he has suffered.  (Tort plaintiffs typically pay their attorneys 25% to 40% of any amount recovered in the litigation).  Especially in smaller cases, when the need to pay one’s attorney up to 40% of any recovery is added to the inconvenience and stress of litigation, many tort victims choose not to pursue legal action at all.  One Harvard study reported that fewer than one patient in eight injured by medical malpractice makes a claim (Harvard Report, 1990).  A study by RAND similarly concluded that, apart from auto accidents, only a very small percentage of negligence victims actually make tort claims.  (Hensler et al. at 175, 1991).


Those who do sue face other difficulties.  To succeed in court a tort victim must be able to identify who harmed her, obtain jurisdiction over the defendant, and prove to the court’s satisfaction that the defendant was indeed responsible for causing the victim’s loss in circumstances giving rise to liability.  Each of these requirements presents significant hurdles.  The plaintiff may not be able to identify who harmed her (Dale was only identified as the driver who killed Osterman because he called the police); the plaintiff may not be able to get jurisdiction over the defendant (Dale might have fled to South America); and the plaintiff may not be able to prove the defendant was legally responsible for the harm (Dale might have argued that Osterman was at fault because she suddenly darted into the road). 


Even when the plaintiff can establish liability, a variety of doctrines prevent plaintiffs from recovering damages for many losses.  For example, in states that follow the rule of “contributory negligence,” a finding that the plaintiff’s conduct contributed to the risk of injury, no matter in how minor a fashion, utterly defeats any claim for recovery against an admittedly negligent defendant.  (Barnes & Stout, 1992).  In wrongful death cases, tortfeasors generally are excused from liability for the noneconomic loss suffered by a victim who loses not only her future earnings, but also her chance to enjoy more years of living.  Only the victim’s spouse and children, if any, may sue for their “nonpecuniary” losses, as Osterman’s infant daughter sued for the loss of her mother’s “parental companionship.”  (Hence the joke about the lawyer who advised “if you run over someone, the first thing you should do is put the car in reverse and finish the job.”)  Moreover, a number of states have passed laws capping the amount even surviving plaintiffs can be awarded for nonpecuniary losses like pain and suffering or loss of quality of life.  In California, for example, 1975 legislation limited noneconomic damages in medical negligence cases to no more than $250,000.  The result is that a surgeon operating on retiree in California—indeed, on anyone who would have difficulty proving lost earnings--can assume that $250,00o is the maximum she would face in liability for her negligence, no matter how horrific, painful, debilitating, or disfiguring the result.


Fourth, the deterrence value of tort liability is seriously undermined by the common practice of purchasing liability insurance.   Although it is difficult to purchase insurance against liability for intentionally harmful behavior, insurance against losses that result from being sued for negligence is readily available, and many people who engage in activities that pose risks for others (drivers, surgeons, employers) routinely buy it.  The threat of liability for negligence becomes much less of a threat when one knows that, in the event of a lawsuit, an insurance company is going to foot the bill.  Although one must still worry about paying higher premiums in the future, this incentive for care is limited and indirect. 


Finally, for many people, the threat value of tort liability is limited by their own lack of wealth.  Arnold Dale, for example, was unable to pay the $1.1 million judgment the jury entered against him, and eventually declared bankruptcy.  (In Re Dale, 1995)
   Only the very wealthy—doctors, lawyers, corporations—typically are in a position to actually pay for the damage they cause in cases where their negligence leads to death or severe injury.


The inevitable result, according to a rational choice analysis, should be widespread underdeterrance.  When selfish “tortfeasors” can expect to escape paying for much of the harm resulting from their negligence, they also can be expected to behave negligently quite often.  Because it provides only weak incentives to take due care, tort law should be ineffective.  Routine carelessness, with resulting death and injury, should be the norm.


Yet it is perhaps not too optimistic to suggest that routine negligence is not the norm in twenty-first century America.  Horrific injuries and dramatic accidents are rare enough to be reported in newspapers.  Most people, most of the time, seem to exercise a fair amount of care not to harm others, despite the fact that the American tort system provides them with very limited incentive to do so.  This idea is supported by case studies of situations where tort liability has been suddenly removed (for example, Canada’s move from tort liability for auto accidents to a no-fault system, or New Zealand’s 1974 decision to abolish tort liability for personal injuries and replace it with a state compensation scheme).  In such situations, accident rates tend to rise, but the increase is modest.  (Schwartz 1994 at 420, 434).


It does not seem to be the threat of liability, alone, that explains why most people, most of the time, behave as if they have at least some interest in avoiding harming others.  The American tort system systematically undercompensates victims, but this has not translated into social chaos and runaway negligence.   We will return to the question of why this is so shortly.  Before we do, however, let us first consider the mirror image of the problem of underdeterrence when damages are set too low: overdeterrence when damages are set too high


When Damages Are Too High: Punitive Damages and Overdeterrence


The American tort system’s tendency to undercompensate victims presents a puzzle for rational choice theorists.  An even bigger challenge, however, is posed by the controversial practice of awarding “punitive damages” in certain cases.   Punitive damages are damages expressly intended to exceed the amount the victim actually lost as a result of the defendant’s tortious conduct.  In other words, punitive damages are expressly intended to overcompensate certain victims.


Why would tort law undercompensate most accident victims, but deliberately overcompensate a select few?  The answer rests not with the nature of the victim, but with the nature of the defendant, or more accurately, with the nature of the defendant’s conduct.  Punitive damages are only awarded in cases where the defendant’s behavior amounts not to mere negligence, but to “gross negligence,” “wanton negligence,” “malice,” “outrageous conduct,” or “recklessness disregard” for the interests of others.   (Barnes & Stout, 1992; Galanter & Luban 1993, Schwartz 1982).  Punitive damages are the exception, not the rule, and they are intended not to compensate the victim but to punish the defendant for “outrageous” behavior.


This means that, from the get-go, punitive damages pose a serious challenge to rational choice analysis.  Why should judges and juries be invited to inflict special punishment on tortfeasors who pay no attention to the rights of others, when homo economicus by his very nature always thinks only about himself?  Indeed, one common legal test for imposing punitive damages—a finding that defendant acted with “reckless indifference toward the welfare of others”—could simply be rephrased as “the defendant acted exactly like homo economicus should.”  Why does tort law heap particular abuse on the head of the defendant who acts like Holmes’ “bad man” when we are all bad men and women--or, at least, when the law operates on the assumption that we all are?


The problem is made still more difficult by the common observation that, to the extent that punitive damages require defendants to make payments that exceed the actual costs they have imposed on their victim, punitive damages “overdeter.”  This means they encourage defendants to pay for precautionary measures whose costs exceed their social benefits.  Consider, for example, the notorious decision by an Orange County jury to impose $125 million in punitive damages on the Ford Motor Company in a case where Ford was alleged to have negligently designed the Ford Pinto so it the gas tank was prone to ignite in rear collisions.  (As it turned out, the jury’s punitive damages award in the Pinto case was subsequently reduced by the trial judge to a mere $3.5 million.) (Grimshaw v. Ford, 1981)  Suppose that, in the wake of this award, Ford Motor Company--and General Motors, and Chrysler, and Toyota, and Honda--began designing cars built like military tanks, guaranteed to protect their occupants from injury in the event of collision but also guaranteed to cost $200,000 each and to get only two miles to the gallon in gas mileage.  This result does not seem desirable from the perspective of either Ford, or consumers who buy Ford vehicles.


The risk of inefficient overdeterrence has led a number of influential law and economics scholars to criticize punitive damages and provoked a lively debate over their social value.  (See Viscusi 1998)  This debate, paired with a public perception that punitive awards are “out of control,” has encouraged lawmakers to cut back on their availability.  Nearly a score of states have imposed caps or ratios on punitive damages awards, and the Supreme Court has begun to invoke the Due Process Clause to limit punitive damages awards in recent decisions.  (Sebok 2006).


When law and economics scholars view punitive damages as justified at all, they tend to view them as justified only on deterrence grounds, in limited situations where they counteract the underdeterrence problem discussed above. (Cooter 1982, Polinsky & Shavell 1998)  For example, Mitchell Polinsky and Steve Shavell have suggested that punitive damages should be awarded in cases where the defendant has taken advantage of the reality that many victims of negligence fail to sue by refusing to invest in precautionary measures that are cost-justified from a social perspective.  This approach recommends punitive damages awards be calculated by taking the amount of harm actually suffered by the typical victim and multiplying it by the reciprocal of the probability the negligent injurer would nevertheless escape liability.  Suppose, for example, a landlady negligently fails to fix a staircase in an apartment building in circumstances where the landlady believes the probability she would be sued successfully for her negligence is only 10%.  In such a situation, the landlady still has adequate incentive to make repairs if she fears that, in the unlikely event of lawsuit, she would be liable for punitive damages set at ten time the victim’s actual loss.


 This approach to explaining punitive damages fails to account for two important observations.  First, as Polinsky and Shavell have put it, the rational deterrence theory of punitive damages implies that “punitive damages ordinarily should be awarded if, and only if, an injurer has a chance of escaping liability for the harm he causes.”  (Polinsky & Shavell at 874, 1998)  Yet for reasons discussed above, virtually every tortfeasor can assume there is a significant probability that he will not have to pay for the full cost of his negligence.  Thus, virtually every tortfeasor should behave in a fashion that makes him a candidate for punitive damages.  Second, punitive damages nevertheless are not imposed in every tort case, but only in those where the defendant had the requisite state of mind of “utter indifference” to others’ welfare—exactly the state of mind of a proper homo economicus.


These observations do not undermine the idea that punitive damages are awarded primarily to punish defendants who seem to be trying to opportunistically take advantage the limitations of the American tort system.  They suggest, however, that the tort system is built on the belief that most people do not, in fact, behave in such an opportunistic fashion.  In other words, damages rules in American tort law seem premised on the belief most people do not behave like homo economicus.


Tort Law and the Role of Moral Behavior 


This observation, especially when coupled with the empirical evidence on other-regarding behavior surveyed in Chapters 4 and 5, offers important insights into tort law.  Perhaps the most obvious insight is that American tort law can afford to systematically undercompensate victims because underdeterrence is not as great a problem as conventional rational choice analysis suggests.


The threat of tort liability may provide only weak external incentive to exercise due care, but this weak external incentive is enough because for most people, an internal incentive—the force of conscience—fills the gap.  Even in situations where tort liability does not exist--as with Canadian auto collisions or New Zealand personal injuries—our human tendency toward other-regarding behavior seems to go a long way toward keeping rampant negligence in check.  It is thus both unnecessary, and unnecessarily expensive, to compensate victims for 100% of the harm they suffer. Requiring defendants to pay for just a portion of the harm is enough to get most to exercise due care, and has the added advantages of reducing litigation costs and preserving plaintiffs’ own incentives to watch out for themselves.


Of course, as we saw in Chapters 4 and 5, people do not always consider others’ interests in making decisions.  Selfishness tends to raise its head whenever the costs of unselfish action get too high, and even when the price of other-regarding behavior is modest, social context plays an enormously important role in determining when people feel they ought to take account of others’ interests.   When it comes to avoiding injury to others, however, social context in modern American strongly favors other-regarding behavior.  We are all taught, from an early age, not to hurt others or damage their property.  Daily we observe those around us going to some length to avoid injuring others (consider the bumper sticker proclaiming “I Brake for Animals.”)   Finally, the magnitude of the benefits others enjoy when we refrain from killing or maiming them are both obvious and dramatic.  Thus we should not be surprised to see that, at least when it comes to avoiding injuring others, most people are willing to go to some lengths to behave like altruists: like Dr. Jekyll, rather than the child-trampling Mr. Hyde.


Nor should we be surprised that the rules of American tort law recognize this reality.  This is not to say that “the law” is a sentient being with opinions and intentions.  Rather, it is to suggest that over the generations, American tort law has evolved rules premised on the assumption that most people want to avoid injuring others, and these rules do a pretty good job of discouraging most inefficient accidents, at a pretty reasonable cost in terms of the time and resources society spends on litigation.  (See Rubin __, Priest & Klein __, ADD CITES).


This approach suggests that deterrence theory and corrective justice thinking may produce similar results more often than their proponents sometimes seem to believe.  (Schwartz at 1809, 1997)  For example, corrective justice theorists like to point out that courts generally do not instruct juries to find a defendant negligent “when B<PL.”  Rather, they instruct juries to find negligence when the defendant’s conduct fails to measure up to that of the “reasonably prudent man” (or, in more modern times, the “reasonably prudent person.”)  (Gilles at 1018, 1994)  As Stephen Gilles has observed, this standard would result in widespread negligence if the “reasonable person” were defined as “the average person not subject to liability,” because such an average person, if self-regarding, would not hesitate to impose inefficient risks on others.  The reasonable person standard only makes sense if it is modified to mean the reasonable other-regarding person who considers costs and benefits in full, including costs to others---a standard that looks very much like Hand’s formula. (Id. At 1034-35).


Similarly, corrective justice theorists often argue that tort law is designed not so much to deter, as to restore the balance of justice that is upset when one person acts wrongfully by “[r]anking his own welfare as more important than the welfare of others.”
  (Schwartz at 1820, 997)  Such a self-preferring ranking is not only unjust: it also causes inefficient accidents by keeping external costs external, and so provides an economic justification for imposing liability on the negligent and purely self-regarding defendant who chooses to ignore the externalities his conduct inflicts on others.


Tort Law and Punitive Damages


An analysis of tort law that modifies the homo economicus account to incorporate the reality of widespread other-regarding behavior in certain social contexts (i.e., taking care to avoid harming others) does more than solve the puzzle of how the tort system manages to work despite systematic victim undercompensation.  It also sheds light on the perennial puzzle of punitive damages.


If most people do not, in fact, always act like homo economicus—if most people are willing to exercise at least a modicum of care to avoid injuring others, even in the absence of an external material incentive to do so—there is no need to make sure that every victim who is injured is able to recover, and able to recover the full amount of her loss to boot.  Imperfect enforcement and limited compensation are good enough.  This strategy cannot work, however, in the case of the rare individual who actually fits the homo economicus mold, and is always utterly indifferent to others’ welfare.  In the case of such a purely self-regarding individual, the tort system’s tendency to undercompensate victims invites opportunistic behavior, in the form of a refusal to take cost-justified precautions in the reasonable expectation that, even if injury or death results, the defendant will only have to pay for a portion of the damages, and may escape liability entirely.


Thus punitive damages are reserved for, and respond to the problem of, the rare individual who actually acts like homo economicus.  This approach explains why liability for punitive damages is based on the defendant’s state of mind, and particularly based on a judicial finding that the defendant acted with “indifference” toward others’ welfare.  Such indifference is, of course, the hallmark of Economic Man. And it is Economic Man—not your typical homo sapiens—who most needs the threat of punitive damages to keep him in line.  Punitive damages are a kind of safety net designed to catch the rare, purely self-regarding individual who would otherwise exploit the tort system’s tendency toward underdeterrence.


Who are these individuals?  As discussed in Chapter 6, at least some of them are sociopaths who are unable, by nature or nurture, to care about anyone other than themselves.  A tort system that systematically undercompensates victims also systematically invites sociopaths to wreak havoc.  For these individuals, punitive damages are essential if we are to give them sufficient material incentive, in light of the tort system’s tendency toward undercompensation, to take efficient care.


Luckily, as also discussed in Chapter 6, sociopathy (or, as psychologists prefer to call it, “antisocial personality disorder”) is relatively rare, estimated to afflict only one to three percent of the human population.  But humans, of course, are not the only entities that commit torts.  Which raises the question: how effective should we expect our tort rules to be when they are applied not to human beings, but to a different sort of entity entirely—the corporation?


The Corporation and Homo Economicus

Sometime the morning of Tuesday, October 17, 2006, demographers believe, the United States acquired by birth or immigration the 300 millionth member of its population.  If demographers had included legal entities as well as human entities in their calculations, we would have surpassed that figure much sooner, for in addition to its people the United States has a population of over five million corporations.  (U.S. Bureau of the Census at Table 725, 2006)  Corporations are not, of course, actual people.  Nevertheless, they enjoy many of the same legal rights that people do.  In lawyer’s parlance, corporations are “legal entities” that can own property, enter contracts—and commit torts.


A casual reading of the newspaper headlines suggests that corporations in fact commit torts with wild abandon.  They sell defective products: leaking breast implants (Dow Corning), tires that lose tread at highway speeds (Firestone), laptop computer batteries that burst into flames (Sony), exploding Pintos (Ford).  They foul the environment by dumping chemicals in rivers (General Electric) and crashing massive oil tankers onto rocky shores (Exxon). They build chemical plants that explode, killing and maiming thousands (Union Carbide).  


If there are about 300 million people in the United States to only about 5 million corporations, why is it that corporations are so often the defendants in tort cases?  One obvious explanation is that it is corporations that control most large-scale economic activity.  As a result corporations are in a far better position than the average individual to injure large numbers of people.  Even the most negligent driver can only claim a dozen or so victims.  The Union Carbide explosion in Bhopal, India killed thousands and injured hundreds of thousands.


There is a second possible explanation, however, for why tort defendants are so often corporations rather than natural persons.  This second explanation is the subject of a recent award-winning film documentary and related book by Joel Bakan entitled The Corporation.  (Bakan 2004)  The Corporation offers an alternative theory of corporate misbehavior: thanks to their relentless focus on maximizing profits, business corporations act like sociopaths.


Bakan’s argument in many ways parallels the analysis of homo economicus offered in Chapter 2.  Just as homo economicus is assumed to care only about his own material payoffs, business corporations are assumed to care only about maximizing profits.  Thus, like homo economicus, business corporations always choose the strategy that brings the firm the greatest financial return, no matter what costs others may suffer in terms of economic loss, pain, misery, or even death.  In Bakan’s words, the corporation is “a psychopathic creature” that “can neither recognize nor act upon moral reasons to refrain from harming others.” (Bakan at 60, 2004)


The idea that corporations are amoral, conscienceless actors that will not hesitate to do evil whenever it serves their material interests rests in large part on a widely-held belief that corporate managers are required by law to serve shareholders’ (and only shareholders’) interests, and that what shareholders care about, first and foremost, is making money.  Free-market economists tend to celebrate this view of the corporate objective.  (Milton Friedman once famously argued in the pages of the Sunday New York Times that “The Social Responsibility of Business is to Increase its Profits.”) (Friedman 1979).   Would-be social reformers like Joel Bakan react more negatively (“The corporation, like the psychopathic personality it resembles, is programmed to exploit others for profit.”) (Bakan at 69, 2004). Both sides agree, however, that a properly-run corporation is concerned only about maximizing its shareholders’ wealth: is in essence a legally-created version of homo economicus.


The Corporation and Homo Sapiens

Closer inspection of the realities of corporate law and practice suggest this view is inaccurate.  First, American corporate law does not in any realistic sense “require” corporate managers to maximize shareholder wealth.
  To the contrary, so long as professional managers refrain from using their corporate positions to line their own pockets by stealing from the firm beyond their agreed-upon salaries, their business decisions—including decisions to give to corporate funds to charity, to protect employees during economic downturns, to refrain from profitable pollution, and to obey health, safety and employment laws even when violations would not be detected or punished—are protected from shareholder challenge by the powerful legal doctrine known as the “Business Judgment Rule.”  Second, there is reason to suspect that many if not most shareholders would in fact support such profit-reducing but socially responsible decisions, as witness the increasing popularity of “socially responsible” investment funds.  (ADD CITE Williams, 2001?).  Third, even shareholders who object to other-regarding corporate behavior generally find that a variety of legal and market obstacles make it difficult and sometimes impossible to remove corporate directors who refuse to ruthlessly maximize corporate profits at employees’, customers’, or society’s expense.  (ADD CITE Bebchuk et al 2002?, Bebchuk 2006).   Finally, although the pressure to compete in the product market creates incentives for companies to cut moral corners, those pressures are usually not absolute.  Most successful firms enjoy considerable market power in their chosen niche, power that gives the firm at least some economic breathing room to follow its corporate “conscience.”


Thus there is no reason to assume all corporations always maximize profits, and considerable anecdotal evidence to suggest that at least some firms sometimes pursue other objectives, including sometimes choosing to do the slightly less profitable “right thing” rather than the profit-maximizing “wrong thing.”  (Of course, in the long run some profit is essential for the corporation to survive—the point is simply that some profit, and not the maximum possible profit, can be good enough).  In other words, there is no reason to assume corporations always act like homo economicus.  But to say that corporations do not always act like homo economicus is not the same thing as saying they always act like homo sapiens, either.  Corporations may not be sociopaths, but they also are not humans.


Some readers may object at this point that it is silly to ascribe either motives or personality disorders to corporations because they are only legal fictions: invisible, insensible, and unable to act except through human proxies.  According to this view, corporations act like humans and respond the same way that humans do to influences and incentives because, as fictional entities, they must act through humans.  Thus, to the extent law and conscience can rein in human misbehavior, they will also rein in corporate misbehavior.
  


This argument overlooks a critical reality.  Corporations may be legal fictions, but they are also very real social institutions.  More specifically, they are very real social contexts.  The employee who walks through the doors of the corporate headquarters and takes the elevator upstairs to her office or cubicle has entered a world that provides a unique mix of social signals about what behavior is now expected, what the others around her are doing, and how her actions will influence others.  Thus it is that true corporations must act through people.  But it is also true that corporations influence how people act.  Corporations “filter” human behavior, changing it in the process.


Sometimes they change human behavior in the other-regarding direction.  Inside the firm, corporations often try to encourage trust, cooperation, and dedication to team rather than to individual goals, through inspirational posters, frequent meetings, and (in its most obvious and most hilarious form) corporate retreats that require employees to spend weekends together playing golf, forging rivers, or playing African drums.  But when it comes to interactions with strangers outside the corporation, it can be a very different story.  Especially in large, publicly-held companies, there is reason to suspect the corporate environment often filters human behavior in ways that move it much closer to the sociopathic ideal of the homo economicus model.


This is done in large part by creating a social environment that encourages employees, by manipulating the familiar levers of hierarchy, mimicry and empathy, to consider only the welfare of those “inside” the corporate entity (shareholders or employees) and not the welfare of those “outside” it.  For example, corporations create highly hierarchical environments in which officers and employees receive explicit instructions about how to behave from those above them in the chain of command.  Often these instructions are some variant on “increase profits.”  (Although corporations may publish public mission statements or undertake ad campaigns to portray themselves as socially responsible to the outside world, inside the firm the messages that employees receive tend to focus on the bottom line.) (Bakan at 40-50, 2004).  Corporate employees also spend their days surrounded by other people who are focusing on making profits--employees who are indifferent to profits tend to have a short shelf life--and are likely to mimic this behavior.  Finally, the structure of the public corporation, in which information is divided among many different individuals with highly specialized responsibilities, is notorious for shielding individual shareholders, employees and even top executives from knowledge of the negative consequences their decisions have on others outside the firm.  One need only consider the spectacle of Kathy Lee Gifford’s remorse upon learning that Wal-Mart had used illegal child labor to produce jeans and shoes bearing her designer label, or Ken Lay’s steadfast insistence that he knew nothing about Enron’s manipulation of the California energy markets, to appreciate how the corporate structure permits sociopathic behavior by shielding otherwise-empathic individuals from full knowledge of the nature of the firm’s activities.


Nor is it entirely implausible that some corporations tend to act socipathically due to “selection bias”—that is, due to the types of human personalities they attract and employ.  For example, some corporate endeavors, such as selling cigarettes, create such well-known risks to others’ lives and health that is it difficult to shield the firm’s human employees from full knowledge of the consequences of their industry.  Such firms may nevertheless be able to staff themselves by hiring individuals who, by nature are nurture, are already inclined to have little interest in others’ welfare.  This is the premise of the recent film Thank You For Smoking (2005), in which Aaron Eckhart plays the part of the socipathic (and charming) Nick Naylor, a lobbyist for Big Tobacco.  At least some empirical evidence supports this possibility: as noted in Chapter 3, for example, students who choose to major in business tend to be less other-regarding and less inclined to cooperate in social dilemmas than students who major in psychology.


When we consider the possibility of selection bias and the certainty of the corporation’s social context, it no longer seems either safe or sensible to assume that corporate employees will behave on the job the same way they behave after they get on the elevator and go home.  To the contrary, there is reason to suspect that corporations filter the behavior of their human participants (shareholders, directors, employees) in ways that promote systematic indifference to the welfare of those outside the firm.  If the resulting corporate behavior is not always utterly sociopathic, it nevertheless comes much closer to the purely self-interested behavior predicted by the homo economicus model than the behavior of the typical well-socialized homo sapiens does.


In other words, while corporations may not always act like sociopaths, they also don’t act like people.   The behavioral distinction between legal entities and real people is blurred by conventional law and economics, which tends to assume that corporations seek self-interestedly to maximize profits and that people similarly seek self-interestedly to maximize wealth.  As a result, the conventional economic analysis of tort law does not draw any distinction between the way the two sorts of entities—people and corporations—respond to legal sanctions.  The natural implication is that a single, uniform system of tort rules should be equally effective in deterring tortious behavior by both.


Different Laws for Different Entities


The emerging science on moral behavior offers a different perspective.  Over millions of years, natural persons have evolved a remarkable capacity for unselfish, other-regarding behavior, at least in the right social context.  There is no reason to assume that corporations—which have existed for a much shorter period of time and which have evolved under very different conditions and environmental pressures—have evolved the same capacity.  Indeed, it would be a shocking coincidence, beyond all laws of probability, if they had.  In other words, while Bakan may have overstated the case, it is not unreasonable to suggest that corporations may be more prone than natural persons are to act like homo economicus, at least when it comes to injuring others. 


This possibility invites us to explore an intriguing possibility.  If we want to make tort law as effective as possible at deterring inefficient accidents, we might do well to develop different legal rules for different sorts of entities, and particularly different rules for natural persons and for corporations.
  Developing the details of such a large and complex change in tort law is a worthy project that lies beyond the scope of this book.  Nevertheless, one clear starting point might be to reexamine many of the traditional tort law rules that work to discourage plaintiffs from suing, or to limit their damages when they do sue.  As noted earlier, the net effect is a tort system that routinely allows negligent defendants to escape paying for the full consequences of their risky behavior.   This does not present much of an efficiency problem when we are dealing with humans beings, the vast majority of whom tend to act more like Dr. Jekyll than like Mr. Hyde when it comes to trying to avoid negligently harming others’ persons and property.   For natural persons, a tort system that imposes partial damages may be enough, when added to the internal sanctions of conscience, to produce efficient, other-regarding behavior.


But the same system of laws may result in inefficient underdeterrence when it is applied to corporations, many of which hew more closely to the homo economicus model in this particular social context.   Corporations have no conscience to weigh in on the margin in the decision whether to harm others for gain.  As a result, it is worthwhile to consider developing different tort rules for corporations, rules that either increase the probability that injured victims will sue successfully, or increase the damages the defendant must pay if the victim prevails.


There are signs American law is already evolving in this direction.   American antitrust law, for example, which is applied exclusively to corporations and other business entities, requires businesses found liable for antitrust violations to pay “treble damages”—that is, damages calculated at three times the actual harm caused by their anticompetitive activities.  Similarly, the Racketeer Influenced and Corrupt Organizations Act or “RICO” (another law that, as its name suggests, applies to organizations) also provides for treble damages.


Such rules can be thought of as a form of systematic, legislated “punitive damages” designed to deter organizations from routinely exploiting, as a sociopath would, the possibilities that victims might not sue and or that they might recover only incomplete damages if they did.  Both by encouraging more victims to sue, and by increasing the penalties defendants must pay when victims prevail, treble damages rules raise both the “P” and the “L” in Learned Hand’s B<PL formula—at least from the defendant corporation’s perspective—in a fashion that counteracts the erosion in “P” and “L” that results from other aspects of the tort system.


The end result is that such laws impose more costly legal penalties on corporations that misbehave than other tort laws impose on humans.  To the law-and-economics analyst who believes that both people and corporations always seek to maximize wealth in a self-interested fashion, placing a heavier burden on corporations is hard to justify.  To the analyst willing to distinguish between the two entities, however, and to take account of the empirical evidence on other-regarding behavior in homo sapiens, applying different damages rules to corporations than to natural persons makes more sense.  Indeed, it may be essential if tort law is to perform what law-and-economics scholars believe to be its primary function: deterring inefficient accidents.


Conclusion 

Tort law has always been a favorite subject for law-and-economics theorists, in large part because tort rules seem to serve an obvious economic function.  It is not only “just” but efficient to deter drunken driving, airline disasters, and sales of fatally tainted spinach.  At the same time, tort law presents a host of puzzles for rational choice.  If the goal of tort law is efficient deterrence, how can the system work when so many aspects of the tort system either discourage victims from suing, or protect defendants from paying full damages when victims do sue?  If tort law is based on an assumption of rational selfishness, what is the point of punitive damages?  Finally, what is the role of the corporation, an entity that seems to be involved in far more than its fair share of tort claims? 


When the economic goal of efficient deterrence is combined with the emerging science of moral behavior, answers to these puzzles begin to emerge.   Despite incomplete enforcement and limited damages, tort law provides sufficient incentive to discourage most human beings from negligently injuring each other because most human beings already have a significant internal incentive, in the form of conscience.  The additional threat of legal liability is, in a sense, just the icing on the behavioral cake.  Punitive damages exist to address the rare situation where the cake seems to be missing, imposing special punishments on the defendant who acts with callous indifference to others’ welfare.  And because corporations are more prone to callous indifference, they may be good candidates for treble damages and other specialized tort rules that perform a punitives-like function, more rationally and predictably than current punitive damages rules do.


Meanwhile, the science of moral behavior also promises to go at least part of the distance in bridging the gulf between the efficient deterrence approach to tort law, and the more philosophically-minded corrective justice approach.  Unlike law-and-economics torts scholars, corrective justice scholars view intent as important.  Injuring another person is never a good thing, but it becomes “unjust” and a basis for legal intervention primarily when you injure them with the wrong frame of mind: a frame of mind that views your own goals as more important than other people’s rights to security.  This focus on individual attitude and intent seems nonsensical to analysts who hew to the homo economicus model, which recognizes only one possible attitude or intent (“maximize my own material interests.”)   A focus on intent and attitude makes sense, however, to the tort scholar who seeks efficient deterrence but also recognizes the reality of other-regarding behavior.  Using tort law to promote the emergence of our Dr. Jekyll selves and to keep the Hyde aspects of our personalities dormant (at least in the context of injuring others) is not only just, it is also often efficient.


.  
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�  Although it is not clear Gonzales would have committed a crime by failing to report the lost cash, if the police had traced the money to Gonzales they might have charged him with some infraction.  Nor is it implausible that Gonzales hoped for a reward for turning the money in, on the theory that the armored car company might calculate that paying rewards in such cases would reduce the chance of future losses.  In fact, the company gave Gonzales a $25,000 reward (although one might argue this was itself was an act of conscience on the part of the company’s executives, as they could prevent similar incidents far more cheaply by simply fixing the doors on their trucks to keep money from falling out in the first place). 


�  The availability effect also helps explain why, as discussed in Chapter 3, people tend to overestimate the risk of fraud, murder, and other antisocial behaviors that receive media coverage.


�  Although Kahneman and Tversky were professionally interested in studying irrationality, their private lives provided considerable anecdotal evidence of unselfishness.   In accepting the 2002 Nobel Prize, Kahneman included a eulogy for Tversky in his own autobiographical statement.  (� HYPERLINK "http://nobelprize.org/economics/laureates/2002/kahneman-autbio.html" ��http://nobelprize.org/economics/laureates/2002/kahneman-autbio.html�).  Tversky’s life provides even more dramatic evidence of unselfishness: while a young lieutenant in the Israeli Army, Tversky was decorated for saving the life of a soldier who had lit an explosive charge and then frozen in panic.  Tversky tackled the soldier, saving his life and suffering serious wounds in the process. 


�  Although Nash suggested that Alchian’s and William’s decisions to cooperate in the Prisoner’s Dilemma were not “rational”, the behavior Nash observed seems more accurately described as not purely selfish.


�  In the parlance of economics, unselfish behavior is often “efficient.” As Chapter 6 will discuss in greater detail, this means that other-regarding preferences can help solve one of the most fundamental problems in economic theory,  the problem of “externalities.”   Externalities occur whenever people make choices that ignore the costs and benefits of their action to others.  Examples include the smoker who lights up in a restaurant, or the homo economicus out for a stroll by a river who ignores the cries of a drowning child.   Someone who cares about the welfare of others will think twice before imposing “external costs” on others, and may even sometimes go out of his or her way to provide “external benefits.”  As a result, unselfishness can “internalize” otherwise-external costs and benefits and permit better outcomes (in terms of aggregate social welfare) than unleavened selfishness permits. 


�   If players only cooperated in prisoner’s dilemmas out of fear of retaliation, we would see zero cooperation in repeated games where the players knew how many times they would play with each other.   To understand why, consider that if the players know they will play 10 rounds, neither will cooperate in the 10th round, because there is no possibility of reciprocal cooperation thereafter.  Knowing there is no possibility of cooperation in the 10th round, neither would cooperate in the 9th round.  Knowing there would be no cooperation in the 9th round, no rational and selfish player would cooperate in the 8th  round, and so on in backwards induction to no cooperation in the first round.    Fear of retaliation can only support cooperation in repeated prisoners’ dilemmas when the players do not know how many rounds they are going to play with each other.  It is unclear whether the RAND subjects knew how many rounds they would play.


�  Another criticism sometimes leveled again experimental gaming is that the amounts of money involved is often rather small, for example ten or twenty dollars.  This raises the question of whether people would behave in the same unselfish fashion in games with larger stakes.  Relatively few studies involve large amounts of money, for the simple reason that it is difficult to convince a foundation or university to fund such experiments.  However, a few studies have been done in which players played for larger stakes, without much change in behavior.  (Sally 1995) Similarly, in the MacArthur-funded study, researchers were able to offer subjects stakes that approximated two day’s wages in the local currency  Again, this did not produce a change in the observed behavior.  (Heinrich et al. 2004).


�  Several legal scholars have leveled this critique at standard behavioral economics.  As legal scholar Jennifer Arlen has put it, “although behavioral economic analysis of law presents a powerful challenge to conventional economics … behavioral economic analysis of law is not yet—and may never be—in a position to supplant conventional law and economics … [E]ven when people are not rational, behavioral analysis of law cannot necessarily provide an alternative framework for developing normative policy prescriptions because it does not yet have a coherent, robust, tractable model of human behavior which can serve as a basis for such recommendations.”  (Arlen 1998 at 1768).


� It is important to emphasize again that the empirical fact that people predictably behave in an other-regarding fashion does not provide proof of psychological altruism.  A number of internal mechanisms, including guilt, ego, religion, and persistent cognitive error, may lead people to perfceive that they will be better off, subjectively, if they sacrifice for others.  But other-regarding behavior in experimental games does prove behavioral altruism--whether or not people care about others, they behave as if they do.


�   Like homo economicus, Mr. Hyde treats others nicely only when he has an external incentive to do so.  After trampling the girl Hyde offers her parents 100 pounds in compensation, but only after two witnesses who observe the trampling threaten to ruin his reputation if he does not pay.  (This threat is, of course, an altruistic act on the witnesses’ part.) 


�  See Allison & Kerr  1994 (“[n]umerous studies have reported that individuals are more likely to cooperate when they expect other group members to cooperate than when they expect others to defect”) and Yamagishi 1986 (“expectations about other members’ behavior is one of the most important individual factors affecting members’ decisions in social dilemmas”).


�   Social learning may be relevant to the extent that test subjects look to others’ behavior not to get information about what course of action is personally advantageous, but instead to decode what authority dictates is the proper course of conduct in that situation.  In other words, while the experimental game is not an ambiguous situation from an economic perspective, it may be ambiguous from a social perspective.


�   This may explain why responders in ultimatum games are less likely to reject a low offer they think was generated by a computer, than a low offer they think was chosen by a human proposer.  (Offerman 1999 cited in Fehr & Schmidt 2007 at 50-51)


� A second problem arises from that fact that both the dictator game in its entirety, and the second stage of the ultimatum games, are zero-sum transactions.  (It is impossible for a dictator to share more with her partner without decreasing her own payoffs by the same amount, or for a responder in an ultimatum game to give more to the proposer without increasing her own sacrifice in direct proportion).  As a result two important factors--size of benefit to others and size of cost to oneself—are inextricably conflated in these games.


�  Alternatively, a potential victim who doesn’t want to be mugged might have to take expensive precautionary steps, like hiring a beefy bodyguard when he goes out in public.  The result again is inefficient: the potential victim incurs a large cost, with little or no benefit to the would-be mugger.


�   DISCUSS: can't be purely behavioral, because to some extent perceptions of social context are subjective; one person's respected authority might be another's oppressor.   But if willing to rely on a few simple cognitive assumptions, can get a lot of work done.  Credit to Rachlinsky. 


�  Economists would call this “external benefits,” actions that have positive consequences for someone other than the actor.  If Tom decides to take the bus to work instead of driving, his decision means an easier drive for Dick, while Dick’s decision to plant a garden of roses in front of his house may help create a pleasant neighborhood environment for flower-loving Harry.  DISCUSS


�  DISCUSS alternative compensation, corrective justice theories: compensation does not make sense without strict liability and with insurance; corrective justice has little influence on contemporary courts and policymakers


�  NOTE In 198?___, the U.S. Bankruptcy Code was amended to deny discharge of legal judgments against drunk drivers, 11 U.S.C. Section 523(a).  Dale’s bankruptcy petition was denied on the basis of this section (of course, this does not mean that he ever succeeded in paying the judgment).  Other types of negligence judgments can still be discharged in bankruptcy. 


�  DISCUSS plaintiff’s incentives


�  DISCUSS literature on apology


�  DISCUSS how those who advance this argument, including Bakan, almost invariably rely on a misreading of the old and no-longer controlling case of Dodge v. Ford


� [DISCUSS Baird and deodand?]


�   DISCUSS P&S corporation argument
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